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Abstract

This thesis is concerned with the simulation and analysis of discrete stochastic
systems, in particular with a kind of non-Markovian stochastic Petri nets as
the preferred modeling paradigm. Discrete stochastic models can be used to
describe a wide range of real world processes and are therefore very useful to
practitioners. Usually, these models are analyzed using Monte Carlo simulation,
which requires replications and can get very expensive, depending on the stiffness
of the model. This thesis proposes the use of state space-based simulation and
analysis methods on the basis of discrete-time Markov chains. These have the
advantage of yielding deterministic results and being adjustable in the resulting
accuracy. Unfortunately, the practical applicability of these methods is often
limited by restrictions on the models they can feasibly process or by difficult
methods of user interaction.

The main goal of the thesis is to enlarge the applicability of state space-based
simulation methods for practical problems by making them faster and easier
to use. A new approximation algorithm for discrete phase-type distributions is
described, which can be used to represent non-Markovian distribution functions
as Markov chain segments. These phase-type distributions are then included in
the Proxel-based simulation algorithm, which reduces the problem of state space
explosion and makes the algorithm applicable to larger models. Furthermore,
discrete phase-type distributions are used to create the underlying Markov chain
of a discrete stochastic model. The resulting chains are then solved by using a
Multi-Level steady state solution algorithm, which is less susceptible to stiffness
and therefore more efficient than the usual iterative solution techniques.

The thesis also examines some possible application areas of state space-based
simulation methods. Hidden non-Markovian models are introduced and solved
by using Proxels and discrete phase-type distributions. Queuing system simula-
tion, project schedule simulation, sensitivity analysis and optimization of discrete
stochastic models are also inspected as possible application areas of state space-
based methods.

The algorithms presented speed up state space-based simulation and thereby
make it applicable to larger and more realistic models. The user interfaces de-
signed make the algorithms easier to use. The application areas examined show



that state space-based simulation methods can be most effective when accurate
solutions are needed for small, stiff simulation models. All of these steps help
increase the practical applicability of state space-based simulation and analysis
methods. Thereby the advantages of state space-based methods such as deter-
minism and adjustable accuracy become available to practitioners.
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Zusammenfassung

Diese Dissertation beschäftigt sich mit der Simulation und Analyse von diskreten
stochastischen Systemen, insbesondere mit einer Art nicht-Markovscher Petri
Netze als bevorzugtes Modellierungsparadigma. Diskrete stochastische Modelle
können ein breites Spektrum von realen Prozessen beschreiben, und sind da-
her sehr hilfreich für Anwender im industriellen Umfeld. Normalerweise werden
diese Modelle mithilfe von Monte-Carlo-Simulation analysiert. Dies erfordert
die Durchführung von Replikationen, was je nach Steifheit des Modells sehr viel
Rechenzeit beanspruchen kann. In dieser Dissertation wird vorgeschlagen, zus-
tandsraumbasierte Verfahren auf der Basis zeitdiskreter Markov-Ketten zur Sim-
ulation und Analyse diskreter stochastischer Modelle zu verwenden. Diese haben
den Vorteil, dass sie deterministische Ergebnisse liefern und eine Anpassung der
Genauigkeit der Ergebnisse zulassen. Bedauerlicherweise ist die praktische An-
wendbarkeit dieser Methoden oft begrenzt durch Einschränkungen in den effizient
berechenbaren Modellen oder durch komplizierte Nutzerschnittstellen.

Das Hauptziel dieser Arbeit ist es, zustandsraumbasierten Simulationsverfahren
schneller und einfacher bedienbar zu machen, um dadurch ihre Anwendbarkeit
für praktische Probleme zu erhöhen. Es wird ein neuer Algorithmus zur Approx-
imation von zeitdiskreten Phasentypverteilungen beschrieben, welche verwendet
werden können, um nicht-Markovsche Verteilungen als Markov-Kettensegmente
darzustellen. Diese zeitdiskreten Phasentypverteilungen werden dann in das
Proxel-basierte Simulationsverfahren integriert, was das Problem der Zustand-
sraumexplosion reduziert, und das Verfahren damit macht auf größere Mod-
elle anwendbar. Weiterhin werden die Phasentypverteilungen verwendet, um
die einem diskreten stochastischen Modell zugrunde liegende Markov-Kette
zu erzeugen. Diese zeitdiskreten Markov-Ketten werden dann mithilfe eines
Multi-Level Verfahrens zur Berechnung des stationären Zustands gelöst, welches
weniger anfällig für Steifheit ist, und daher effizienter als herkömmliche iterative
Lösungsverfahren.

Die Dissertation untersucht weiterhin einige mögliche Anwendungsgebiete zus-
tandsraumbasierter Methoden. Verborgene nicht-Markovsche Modelle werden
eingeführt und mithilfe von Proxels und zeitdiskreten Phasentypverteilungen
gelöst. Die Simulation von Warteschlangensystemen, die Simulation von Pro-
jektablaufplänen, die Sensitivitätsanalyse und die Optimierung von diskreten



stochastischen Modellen sind weitere untersuchte Anwendungsgebiete zustand-
sraumbasierter Verfahren.

Die vorgestellten Algorithmen beschleunigen die zustandsraumbasierte Simula-
tion, und machen sie dadurch anwendbar für größere und realistischere Modelle.
Die erstellten Nutzeroberflächen erleichtern die Anwendung der Algorithmen.
Die untersuchten Anwendungsgebiete zeigen, dass zustandsraumbasierte Ver-
fahren zur Simulation am effektivsten sind, wenn exakte Lösungen von kleinen
steifen Modellen benötigt werden. Alle diese Teilschritte helfen die praktische
Anwendbarkeit von zustandsraumbasierten Verfahren zur Simulation und Anal-
yse zu erhöhen. Dadurch werden die Vorteile dieser Verfahren, wie determinis-
tische Ergebnisse mit anpassbarer Genauigkeit, auch Anwendern in der Industrie
zugänglich gemacht.
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1 Introduction

1.1 Introduction

Industry is forced to have ever-faster product cycles today, which is partly due
to increasing international competition. One example of this is the automotive
industry. This leaves hardly any time for building hardware prototypes and
thorough testing of products and production machinery. On the other hand,
the requirements for product quality and reliability have grown continuously.
Since actual prototype building and trying out has become too expensive or
time consuming, there is a rising need for computer models and their analysis
and simulation.

This thesis is concerned with the simulation of discrete stochastic systems and
user models. These are often analyzed using Monte Carlo simulation (discrete
event simulation (DES)). These methods only yield stochastic results in the form
of confidence intervals and can get expensive for very large or stiff models. In
particular models for reliability analysis require very accurate solutions and are
usually stiff. Simulating them using DES often requires a lot of computation
time. Another way to analyze discrete stochastic models are state space-based
methods. These are not widely used, because they are considered to be only of
academic interest. They are often not feasible for the simulation of real-world
models, since it can be complicated to implement or apply them; they may have
high computation time or memory requirements and are often only developed
for a specific type of model.

A recently developed state space-based simulation method is Proxel-based simu-
lation. It has been shown to work well for small, stiff models and gives accurate
deterministic results. However, Proxel-based simulation is still very limited in
the size of the models that it can feasibly process. This limits the practical ap-
plicability of this interesting new simulation method. This thesis improves the
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Proxel-based simulation method by combining it with discrete phase-type distri-
butions (DPH). The combination is possible since both paradigms are based on
discrete-time Markov chains (DTMC), and we believe that it will increase the
performance of the state space-based simulation method.

Furthermore, the thesis offers a fast steady state solution algorithm for DTMCs.
Using DPHs, the state space of a discrete stochastic model can be turned into
such a DTMC and then solved accurately and fast by the proposed algorithm.
Further applications for Proxels and DPHs are described and examined, lead-
ing to interesting new application areas such as hidden non-Markovian models
(HnMM). The methods and tools introduced in this thesis increase the appli-
cability of state space-based simulation methods for real problems, by making
them faster and easier to use.

1.2 Motivation - Monte Carlo Simulation vs. State
Space-Based Simulation

DES, which is also called Monte Carlo simulation, can be applied to virtually
any type of discrete stochastic model. However, the results computed using DES
are stochastic and the method can get very expensive if many replications are
needed due to high accuracy requirements or stiff simulation models. DES is
usually the method of choice for the simulation of discrete stochastic systems,
since it directly mimics the systems behavior and is easy to understand and
implement.

Classical deterministic state space-based methods for analysis and simulation are
usually narrow in application. They are very useful, if they are applicable, since
they yield accurate and reliable results. Some examples of deterministic anal-
ysis methods that can be applied to discrete stochastic systems are differential
equations and Markov chains as computational models and their various solution
methods (see Section 1.3). These methods are not widely used for the analysis
of real world discrete stochastic systems, despite efforts to the contrary.

We think that state space-based computational models and their solution ap-
proaches, especially DTMCs, are underestimated. They can be very helpful for
some practical problems, because their solution algorithms can yield much more
reliable results than DES and they show good performance when applied to small,
stiff models. The Proxel-based simulation method is an example of this, which
has already proven useful in practice.

In order to enhance the applicability of state space-based methods, they need
to become easier to use and understand, faster and more intuitive to apply. To
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do that, new and improved methods for the simulation and analysis of discrete
stochastic models using DTMCs as a common computational model are provided
in this thesis.

1.3 Review of some State Space-Based Simulation
Methods

This section will give an overview of some existing state space-based simulation
and analysis methods for discrete stochastic systems. It only represents a review
of the concepts necessary to motivate the claims in the next section and is not
intended as a complete survey of the current state of the art. Most of the concepts
mentioned here are elaborated in the second chapter of the thesis.

The most common computational models in state space-based methods are
discrete-time or continuous-time Markov chains [70,15]. Both mathematical con-
cepts are discrete in space and can therefore easily represent the state space of
a discrete stochastic model (see Section 2.3).

Some discrete stochastic models can directly be turned into a Markov chain;
generalized stochastic Petri nets (GSPN) [13] for example only contain expo-
nentially distributed and immediate transitions. More general models can also
be turned into Markov chains (see Section 3.1) by replacing the non-Markovian
transitions by Markov chain segments. Obtaining accurate representations for
the non-Markovian distributions within a limited amount of time is nevertheless
not trivial, which makes the generation of accurate Markov chain representations
for most real life models currently too difficult or even impossible.

A Markov chain can be solved directly, obtaining the transient or steady state
solution [70,15]. For stiff problems, the convergence of the steady state solution
algorithms (Power and successive over-relaxation (SOR)) can involve a large
number of iterations (see Section 2.3.3). A Multi-Level solution based on ideas
from Algebraic Multi-Grid [62] has been developed by Horton and Leutenegger
[29, 54] and improved later on [45, 31]. The algorithm described in Section 2.3.3
converges much faster than the traditional iterative solution techniques. The
Multi-Level algorithm has been developed for continuous-time Markov chains
(CTMC) and has not been applied to DTMCs yet. This extension would be
necessary to achieve accurate steady state solutions for realistic models within a
reasonable amount of computation time.

Differential equations can also be used to analyze discrete stochastic models.
The equations describing a system’s behavior can however be very complicated
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to obtain and to solve (see Section 2.4.2). The method of supplementary vari-
ables [16,22,21] expands the discrete model states by additional variables coding
the age of non-Markovian transitions. Afterward, state equations are derived,
often involving partial derivatives. These can then be solved. This allows the
direct solution of more general models than GSPNs. However, the models are
either limited in their transition types or to only one concurrently activated
non-Markovian transition. Therefore, differential equations cannot be applied
to the analysis of most real world models without having to decrease the model
accuracy.

Proxel-based simulation [26, 47] is based on the method of supplementary vari-
ables, but does not restrict the number of concurrently activated non-Markovian
transitions (see Section 2.5). The method implicitly builds the expanded state
space of the model in form of a DTMC by including age variables for the non-
Markovian distributions. The Proxel-based simulation method has been success-
fully applied to the analysis of small, stiff models [49]. The DTMC represen-
tations of the non-Markovian distribution lead to a substantial increase in the
size of the computational model, a behavior called state space explosion. This
currently prevents the simulation of larger models as they often occur in real
life.

Phase-type distributions [58] are Markov chain segments that can represent non-
Markovian distributions (see Section 2.6). Continuous phase-type distributions
(CPH) [9, 14, 1, 59] have been used to represent natural processes. However,
their fitting algorithms are often specialized or complicated. DPHs have recently
become of interest again [10, 12], also because their discrete nature makes them
mathematically easier to handle. The fitting algorithms have largely been tuned
for accuracy or to specialized input and output formats [11]. With the available
fitting algorithms, DPHs and CPHs cannot be easily integrated in most Markov
chain solution methods currently.

Hidden Markov models (HMM) [5, 61] are so-called signal models widely used
in speech and pattern recognition (see Section 6.2). They can be used to an-
alyze models that cannot be observed directly, only via their interaction with
their environment. The hidden part of the model is a DTMC, making the so-
lutions mathematically tractable. Unfortunately, using a DTMC also limits the
modeling capabilities of the paradigm to memoryless processes. Some authors
have tried to relieve that drawback by introducing more complex hidden struc-
tures such as semi-Markov models [64] or by expanding the hidden states [63].
These attempts have been successful in speech recognition, but do not increase
the range of applicability sufficiently for our purposes. To our knowledge, no
attempt has been made to utilize the capabilities of HMMs for the analysis of
non-Markovian discrete stochastic models. Therefore, with the currently avail-
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able hidden models it is not feasible to analyze discrete stochastic systems that
include non-Markovian state transitions. However, such HnMMs could in our
opinion be very useful in the analysis of discrete stochastic systems.

1.4 Scientific Claims to be Proved or Supported

Most of the concepts described in the previous section involve DTMCs as the
underlying computational model. However, most of them are limited in their
application to very small models or specific model structures. By combining and
enhancing some of the ideas mentioned, this thesis strives to enlarge the lim-
ited range of applicability of state space-based simulation and analysis methods.
Specifically the following scientific claims shall be proved or supported.

Claim 1: State space-based computational models (DTMCs) and their solution
methods are applicable to more than purely academic problems in the
analysis and simulation of discrete stochastic systems.

Claim 2: Deterministic simulation methods on the basis of (discrete-time)
Markov chains can compete with stochastic simulation methods in
some application fields. In some cases they can lead to more accurate
and reliable solutions in a shorter time.

Claim 3: The Proxel-based simulation algorithm, as one of these methods, can
be improved and accelerated by dampening state space explosion, by
the combination with DPHs.

Claim 4: Hidden non-Markovian Models are a new exciting research area, with
many interesting real life applications. They can even help solve some
problems that cannot yet be solved today.

Claim 5: Proxels, DPHs and DTMCs in general can be of use in several prac-
tical application areas.

1.5 Goals of the Thesis

Proving or supporting these scientific claims shall be done by reaching the fol-
lowing goals of the thesis:

Goal 1: The practical goal of the thesis is to provide methods and tools, which
make the use of DTMCs for the analysis and simulation of discrete
stochastic models easier, faster and more intuitive.
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Goal 2: The second goal - through testing of the developed methods - is to give
suggestions on when they should be used or not, again in order to help
practitioners in the application of state space-based methods.

Goal 3: The third goal is to show and examine new application areas of Proxels,
DPHs and DTMCs within and beyond the scope of this thesis. This
will directly increase the range of application areas of state space-based
methods and illustrate the types of problems one can solve using the
proposed methods.

1.6 Tasks of the Thesis and their Benefit

These claims and goals lead to several tasks that should be accomplished by this
thesis. The benefit of completing each of them is also shortly described.

Task 1: Develop a generally applicable fast method for the approximation of
discrete phase-type distributions (DPH).

Benefit: Using DPHs, a stochastic Petri net (SPN) can be turned into a
DTMC. This DTMC can then be simulated using an extension
of Proxel simulation or solved using a fast steady state solution
algorithm.

Task 2: Provide an extended Proxel-based simulation algorithm including
DPHs as alternative method for the representation of non-Markovian
distribution functions.

Benefit: This will make state space-based simulation faster, and larger,
more realistic models can be solved.

Task 3: Develop an efficient steady state solution algorithm for Markov chains,
which is less susceptible to stiffness in models.

Benefit: This will enable the fast direct solution of finite Markov chains
and thereby enable fast steady state solution of discrete stochastic
models with finite state spaces.

Task 4: Develop a method for the analysis of hidden Markov models (HMM)
with non-Markovian hidden models (e.g. stochastic Petri nets (SPN))
using Proxels and DPHs.

Benefit: This will show the idea of HnMMs and how they could be analyzed,
which can in turn lead to an interesting new application area.

Task 5: Demonstrate the applicability of state space-based simulation methods
to a wider range of discrete stochastic models.
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Benefit: This will expand the number of investigated application areas of
Proxel-based simulation. By examining the similarities of these
application areas, conclusions can be drawn and general limita-
tions of the application of Proxels are specified.

1.7 Structure of the Thesis

The content of the current document can be structured into three main parts:
introduction, new developments and applications.

The introductory part contains the topic, motivation and background of the
thesis. The current Chapter 1 introduces the general area of the thesis and
narrows down to claims and goals to be reached with this document. Chapter
2 will give an overview of basic concepts that are necessary to understand the
whole thesis. It also contains a brief evaluation of existing solution methods,
identifies some of their advantages and disadvantages, and thereby motivates the
new developments of the thesis.

The second part of the thesis concentrates on the newly developed methods and
algorithms. Chapter 3 introduces a method for the approximation of discrete
phase-type distributions (DPH) using optimization, including implementation,
experiments and a graphical user interface. Chapter 4 describes the combination
of Proxels and DPHs. It includes implementation details, an estimation of bene-
fit and error, and suggestions when to use which of the two paradigms. Chapter
5 introduces a Multi-Level solution algorithm for DTMCs, explains its imple-
mentation, and shows experiments using constructed DTMCs and finite model
state spaces.

The third part of the thesis focuses on some application areas of Proxels and
DPHs. In Chapter 6, HnMMs are introduced. It describes how Proxels can be
used for their evaluation and decoding and DPHs for training purposes. Chap-
ter 7 investigates some further application areas: queuing system simulation,
sensitivity analysis and optimization of discrete stochastic models, and project
schedule simulation.

The final Chapter 8 contains a summary of the results of the thesis and an
evaluation regarding the claims and goals set in this chapter. Finally, areas of
future work are presented extending this thesis and also beyond the topics of the
thesis.
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2 Relevant Basic Concepts of Markov
Chains and Simulation

2.1 Introduction

This chapter will give an overview of concepts that permeate the whole thesis.
Especially Chapters 3 to 5 on newly developed algorithms will be building on
the concepts described here. The concepts are classified according to the scheme
shown in Figure 2.1, which distinguishes between the real system, the user model,
the computational model and the solution method. The step from the real system
to the user model is called modeling. The user model is often transferred into
a computational model before passing it to the solution algorithm. This model
conversion step is not always performed explicitly and usually not transparent
to the user.

Figure 2.1: Classification of Solution Approaches to Discrete Stochastic Systems

The focus of this thesis is on the analysis and simulation of discrete stochastic
systems. The user model used throughout the work is a kind of non-Markovian
stochastic Petri net (SPN), which is further described in Section 2.2. Two com-
putational models that are relevant to this thesis are time-discrete and time-
continuous Markov chains. These are shortly reviewed in Section 2.3 along with
some classical solution algorithms. In addition, Section 2.4 gives a short overview
of discrete event-based simulation and differential equations in their application
to discrete stochastic user models.

The state space-based Proxel simulation algorithm is shortly reviewed in Section
2.5 and some improvement potential is indicated. Then, discrete and continuous

9



2 Relevant Basic Concepts of Markov Chains and Simulation

phase-type distributions are reviewed as ways of turning a user model into a
Markov chain as computational model. Section 2.6 also briefly examines some
existing parameter estimation methods for phase-type distributions.

The whole chapter is aimed at showing advantages and disadvantages of the
proposed concepts and methods and identifying gaps that can be filled by the
new concepts of this thesis. It is not intended as a complete overview of available
solution approaches for discrete stochastic systems.

2.2 Relevant User Model - Non-Markovian
Stochastic Petri Nets

The main user model used throughout this thesis is a kind of non-Markovian
stochastic Petri net. It contains elements from some of the most common exten-
sions to the original stochastic Petri nets [13]. We found the following combina-
tion of modeling features most convenient to describe discrete stochastic real life
processes:

• Places can represent physical locations or system states.

• Tokens can represent objects that are located in places and move inside
the system.

• Immediate transitions can fire as soon as they are enabled and can be
assigned a firing probability.

• Timed transitions are assigned a firing time described by a continuous prob-
ability distribution. These distributions can be exponentially distributed
(Markovian), deterministic (constant firing time) or have any other distri-
bution type such as Weibull, log-normal and others (compare [26]).

• Output arcs connect transitions to places.

• Input arcs connect places to transitions.

• Inhibitor arcs connect a place to a transition and disable the transition, if
the place contains enough tokens.

• Multiplicities can be assigned to all arc types, indicating that a token
number greater than 1 is relevant to the arc.

• Guard functions are Boolean expressions associated with a transition. They
can contain any kind of condition referring to the Petri nets elements. The
transition is only enabled, if the Boolean expression evaluates to true.
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A more detailed explanation of the modeling paradigm and its dynamics can be
found in [28]. To date we have not found a definition of a Petri net extension
covering all of the above features. The resulting user model is discrete in space,
continuous in time, quite flexible, and it can represent a large range of discrete
stochastic systems and processes. For ease of use throughout the thesis, the
modeling paradigm described above is referred to as a stochastic Petri net (SPN).
The term SPN is not used in its original definition from Molloy [56].

Figure 2.2: Example Stochastic Petri Net of a Fast Food Restaurant

Figure 2.2 shows an SPN containing the elements described above. It models
a simple fast food restaurant. This example will be used for the direct steady
state solution of model state spaces in Section 5.4. The restaurant can serve two
types of customers: pedestrians and customers in cars. There is a designated
service person for each type of customer. The places represent the two separate
queues of customers. If there is more than one token in one of the places, only
one customer is served and the other ones are waiting. There are currently two
cars and one pedestrian in the restaurant represented by tokens. The model has
two exponentially distributed arrival transitions and two non-Markovian service
time transitions. The queue length is restricted to two cars and five people by
inhibitor arcs. The two immediate transitions connecting the two places have
guard functions that model the following functionality: If one of the servers is
idle and there is more than one customer waiting in the other queue, the waiting
customer changes the queue and is served by the currently unoccupied service
person.
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2.3 Markov Chains - Well-Defined Model State
Spaces

Markov chains are well-known mathematical concepts and at the same time
common computational models. A Markov chain that represent the states of a
discrete system and the transitions between them is also called the systems state
space. From the Markov chain one can compute the probabilities of the system
states at different points in time. As Markov chains are memoryless, they are
easily mathematically tractable and there exist some very efficient algorithms
available to solve them, meaning to compute the system state probabilities and
their development.

Only containing memoryless transitions however, makes a model not very re-
alistic, since most processes in the real world are time-dependent. Therefore,
when using Markov chains, one has to consider the trade-off between realism
and computability of the solutions. Furthermore, Markov chains are hard to
build directly from the real system, because the system state space has to be
finite and known exactly in advance, which is often not trivial.

Markov chains are discrete in space and can be either discrete or continuous
in time, resulting in two types of time homogeneous Markov chains: discrete-
time and continuous-time Markov chains. The following sections shortly review
discrete-time Markov chains (DTMC), continuous-time Markov chains (CTMC)
and related solution algorithms. For further information refer to [70,15].

2.3.1 Discrete-Time Markov Chains - Features and Solution
Algorithms

Mathematically, a DTMC is described by the transition probability matrix P
and the initial probability vector Π [15, p.38]. P is a stochastic matrix and
Π contains the initial probabilities of all system states. The probability moves
between the states in discrete time steps. The advantage of DTMCs is that they
have a mathematically easy formal description. If they are applicable, DTMCs
represent a nice and clear concept and can provide an overview of a system and its
dynamics. One disadvantage is that modeling continuous processes is hard using
a time-discrete paradigm. A uniform time step has to be artificially introduced,
which will always result in abstraction and errors.

The example DTMC in Figure 2.3 shows the state space of a simple M/M/1/3
queuing system with Markovian service and arrival processes, one server and a
system capacity of three (see Section 7.1.1 for an explanation of this notation [23,
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pp.7-8]). The Markov chain states each represent a specific number of customers
in the system. The arrival rate is λ = 1, the service rate is µ = 2 and the discrete
time step is ∆t = 0.2.

Figure 2.3: Example Discrete-Time Markov Chain of a Simple Queuing System

The dynamic behavior of a DTMC can be described by the changes in the states’
probabilities in successive discrete steps of the chain (see Equation 2.1). If a
DTMC is ergodic, the steady state solution is a vector Π that fulfills Equation
2.2 and can be computed from an arbitrary initial probability vector.

Πk+1 = Πk ∗ P (2.1)

Π = Π ∗ P (2.2)

A Classical Method for Solving DTMCs Both the transient and the steady
state solution of a DTMC can be computed using the Power method [70, pp.121-
125]. The idea of the Power method is to iteratively compute all time steps
of the DTMC using Equation 2.1 until convergence to steady state or up to a
predefined end time. The Power method is very easy to implement, and com-
paratively efficient if one only performs matrix vector multiplications and not
matrix powering [70, p.125].

If only the steady state solution of a DTMC is of interest, Power is a brute
force approach, because it also calculates all intermediate states of the Markov
chain. This leads to the major drawback of the solution method: it can have
a very bad convergence behavior, especially for stiff models many iterations are
needed. The number of necessary solution iterations until convergence is not only
dependent on the size of the DTMC but also on its parameterization. However,
if the transient solution of a DTMC up to a certain point in time is of interest,
the Power method computes exactly what is necessary and it works as efficient
as possible. The algorithm needing improvement is the steady state solution
method for DTMCs.
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2.3.2 Continuous-Time Markov Chains - Features and
Solution Algorithms

Mathematically, a CTMC is described by the infinitesimal generator matrix Q
and the initial probability vector Π [15, p.49]. Q contains the transition rates
between the different states and Π contains the initial probabilities of all system
states. In a CTMC, probability flows continuously between the discrete system
states, similar to water flowing in pipes. The advantages of a CTMC are that
it has a precise mathematical formal description, and that it is time continuous
and therefore has more similarities to many real life processes than DTMCs. One
disadvantage of CTMCs is that the concept of flowing probability is quite hard to
grasp. Furthermore, it is hard to model discrete processes with a given time step.
There exists a Petri net type, generalized stochastic Petri nets (GSPN), which
can be directly mapped to CTMCs, if the state space is finite [13]. A GSPN
contains only immediate and exponentially distributed timed transitions.

The example CTMC in Figure 2.4 models a simple M/M/1/3 queuing system
with Markovian service and arrival processes, one server and a system capacity
of three. The Markov chain states each represent a specific number of customers
in the system. The arrival rate is λ = 1 and the service rate is µ = 2.

Figure 2.4: Example Continuous-Time Markov Chain of a Simple Queuing System

The dynamic behavior of a CTMC can be described by the changes in the states
probabilities over time (see Equation 2.3). The steady state solution of a CTMC
is a vector Π that fulfills Equation 2.4, which indicates that there are no more
changes in the states probabilities.

dΠ

dt
= Π ∗Q (2.3)

~0 = Π ∗Q (2.4)

Classical Methods for Solving CTMCs The most common steady solution
algorithms for CTMCs are Gauss-Seidel (GS) and successive over-relaxation
(SOR), which is a derivative of GS [15]. Both methods try to solve the system of
linear equations resulting from Equation 2.4 by an iterative algorithm. In each
iteration, the algorithms re-compute the states probabilities on the basis to the
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current ones, until a certain convergence criterion is reached. The convergence of
the methods is better than Power, and they are very stable algorithms. GS and
SOR can also be used for computing the steady state solution of a DTMC. One
drawback is that the convergence of the methods is not only dependent on the
chains size, but also on its parameterization, which can result in a large number
of iterations for stiff models. Therefore, these steady state solution methods need
improvement.

The transient solution of a CTMC (the probability vector for a certain point
in time Π(t)) is usually computed by the Uniformization method (also called
Randomization method). The idea is to introduce an artificial time step ∆t
and turn the CTMC into a DTMC. This DTMC is then used to compute the
probability vectors after d = 1, 2, 3... time steps, which are weighted by the
probability of making d time steps until the desired point in time t. The algorithm
is only mentioned here for completeness, since it will be of no further interest in
this thesis.

2.3.3 Ideas for an Improved Steady State Solution
Algorithm

The common steady state solution algorithms for CTMCs and DTMCs can ex-
hibit a very slow convergence for stiff Markov chains. One class of Markov chains
where this behavior is very pronounced are the so-called nearly-completely de-
composable (NCD) Markov chains [70, pp.285-288] [29]. They consist of groups
of states that have strong connections (large transition probabilities or rates)
within the groups and very weak connections (small transition probabilities or
rates) between the groups. This NCD structure requires a large number of it-
erations until the probability is spread throughout the chain and can converge
toward the steady state solution.

A similar stiffness problem occurs in physics when surface points of an object
are deformed. Algebraic Multi-Grid methods solve the stiffness problem for the
resulting system of differential equations [62]. They build and solve a hierarchy
of ever-coarser systems of differential equation, making the solution much faster
than iterations solely on the finest level. The same idea was successfully applied
to the solution of CTMCs [29, 54]. A system of ever-coarser CTMCs is created,
and then the solution is computed on various levels of detail in parallel. This
greatly speeds up the convergence to steady state and thereby leads to a faster
solution algorithm. The original Multi-Level solution algorithm has been refined
and improved by adapting it to the specific structures that can occur in Markov
chains [45,31] (see Section 5.2). Chapter 5 describes the application of the Multi-
Level solution concept to DTMCs. This will show better convergence behavior
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than the Power or GS method when applied to the steady state solution of
DTMCs. This transfer is possible, since CTMCs and DTMCs are closely related
concepts. The resulting algorithm will provide fast steady state solutions for
DTMCs as computational models.

The state space of a non-Markovian user model (e.g. SPN) can be turned into
a DTMC. The resulting regular structures in the expanded state space could be
exploited by the Multi-Level algorithm. Two possible methods for state space
expansion are described further along this chapter in Sections 2.5 and 2.6. For
user models, where the complete finite state space in form of a Markov chain is
readily available, this state space expansion combined with an efficient Multi-
Level DTMC solution algorithm will lead to a fast steady state solution.

2.4 Two Well-Known Computational Models for
Discrete Stochastic Systems

This section will give a brief overview of two classical computational models, the
corresponding simulation methods and their application to discrete stochastic
models.

2.4.1 Discrete Event Simulation - Most General Approach

Discrete event-based simulation is one of the most common methods for the simu-
lation of discrete stochastic models. Roughly speaking, discrete event simulation
(DES) mimics the behavior of the system to be simulated. If the model contains
statistical distributions, random numbers are used to sample them. One simula-
tion run represents one possible development path of the model [3, p.398 et seq.].
The result of one simulation run (e.g. queue length) only represents one sample
solution. Therefore, stochastically independent replications are necessary, which
need to be analyzed statistically to obtain confidence intervals or probabilities.

SPNs as widely used user models are intuitive in the sense that a user can model
the system behavior as it is, with its locations and activities, and does not have
to transfer it into a state space for example. An SPN as defined in Section
2.2 can be easily simulated using DES because the modeled system behavior is
sampled in the simulation runs. Like SPNs, DES is also discrete in space and
can be continuous in time. Since DES is very flexible, basically any discrete
stochastic system and resulting user model (e.g. stochastic activity networks,
queuing systems) can be analyzed using DES.
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The advantages of DES are the following: easy implementation and a low memory
requirement, since only the result measures and one development path have to
be stored at any one time. This is also the reason why DES is so widely used in
industrial simulation systems, which can involve models with thousands of states
and activities. However, because the models are so large, very few replications
are used, because they make the computation expensive. There are, however,
major disadvantages to DES. If the model contains statistical distributions, one
gets stochastic results, making replications and the computation of confidence
intervals necessary. Stiff models and high accuracy requirements can lead to huge
numbers of necessary replications and result in large computation costs. For the
simulation of discrete stochastic models, DES is always applicable and should
be used when very large models are involved. However, if accurate results are
needed or stiff models need to be simulated, DES is not the optimal choice.

2.4.2 Differential Equations - Complex but Accurate

Partial differential equations (PDE) and ordinary differential equations (ODE)
are computational models widely used in continuous simulation. Using them to
analyze discrete stochastic user models is also possible, but not very common.
In contrast to DES, differential equations are a purely mathematical description
of the models dynamics. They have to be modeled carefully and thoroughly, and
in order to build them, the system behavior needs to be understood completely.
ODEs can only model time independent processes with fixed transition rates.
They can only be used to analyze GSPNs, which contain only exponentially
distributed and immediate transitions [13].

PDEs can model time-dependent processes by the inclusion of supplementary
variables [22, 21]. However, compared to DES, they are very difficult to obtain
and to solve, especially when the model grows above a trivial size or complexity.
Therefore, in [22] only one time-dependent transition is allowed to be enabled at
any point in time. Furthermore, efficient and accurate solution algorithms are
necessary to solve the equations once they are built. For complex systems of
PDEs, these can get very specialized and complicated.

The advantages of differential equations when used for the analysis of discrete
stochastic models are that they are accurate, deterministic, and thereby yield
exact and reliable results. The disadvantages of differential equations are the
high complexity of the approach and the high memory requirement compared to
DES. For the simulation of discrete stochastic models, differential equations are
good, if they can be built, but that is the hurdle most of the time.
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2.5 Proxel-Based Simulation

The Proxel-based simulation algorithm is a state space-based simulation method
and has been introduced by Horton [26]. It was then further improved [48, 50],
specified and analyzed [47]. Proxels are based on the method of supplementary
variables, and turn a user model (e.g. SPN) into a DTMC as computational
model. In previous research, using supplementary variables always involved de-
riving differential equations [16, 22, 21]. By introducing a discrete time step,
Proxels can directly build a DTMC of the discrete model states expanded by
the ages of these states. By including the states ages, Proxels can describe non-
Markovian distributions through DTMCs.

The Proxel-based simulation algorithm builds the complete reachable model state
space at discrete points in time. It tracks the probability flow through this state
space using the instantaneous rate function (IRF), solving the DTMC while it
is built. The advantages of the algorithm are that it is as flexible as DES, but
at the same time it produces deterministic results like PDEs. Proxel-based sim-
ulation can be very efficient for small, stiff models [49], where DES can get very
expensive. One disadvantage of Proxels is also a well-known problem of state
space-based simulation methods in general: by expanding the non-Markovian
transitions of the SPN, the size of the state space can increase considerably. The
so-called state space explosion slows down the method considerably or makes it
unfeasible. Another disadvantage of Proxel-based simulation is that if a very
small simulation time step is necessary, due to distributions with a small coef-
ficient of variation, the method can get very slow. These restrictions limit the
practical applicability of this state space-based simulation methods.

2.5.1 How can Proxel-Based Simulation be Improved?

The state space explosion, which can occur due to the expansion of the model
states by age variables, needs to be met. Only then Proxel-based simulation can
be applied to larger and more realistic models. One problem is the inefficient
representation of some statistical distribution functions. One Markov chain state
is used for every single time step of the distribution (age representation) and it
is not possible to remain in one state of the DTMC in two successive time steps.
This can result in hundreds or thousands of DTMC states for the representation
of statistical distributions with unlimited support and small discretization time
steps.

One idea to improve the Proxel-based method is to replace this age variable
representation of a distribution by a more compact DTMC representation. It

18



2.6 Basic Concepts of Phase-Type Distributions

should be possible to remain in a DTMC state. An alternative representation
of non-Markovian distributions as Markov chain segments is the use of discrete
phase-type distributions (DPH), which will be described in the following sec-
tion. Supplementing the Proxel representations of some distribution functions
by DPHs will reduce the number of DTMC states needed, and therefore reduce
the overall size of the state space and the necessary computation costs. The pa-
rameters of the DPH have to be computed in a preprocessing step of the actual
simulation. One needs to be careful that the time needed to compute the DPH
representation does not outweigh the benefit gained by reducing the number of
DTMC states in the simulation. Chapter 4 describes and evaluates the inclusion
of DPHs into the Proxel-based simulation algorithm.

If the state space explosion can be reduced, the result will be a faster state space-
based simulation algorithm that can feasibly simulate larger and more realistic
models, which will make the method better applicable to real life systems.

2.6 Basic Concepts of Phase-Type Distributions

Phase-type distributions are a way of turning a non-Markovian distribution into a
series of Markov chain states. They can be used to turn the non-Markovian tran-
sitions of an SPN into Markov chain segments, just like supplementary variables.
Phase-type distributions mimic the cumulative distribution function (CDF) of
the statistical distribution by the time to absorption in the last state. They have
been widely used for describing natural processes [17, 16, 58], before using them
to represent other statistical distributions.

There are several advantages of phase-type distributions: first, they can be used
to turn a generally distributed process into a Markov chain segment. Usually,
the more phases are used, the closer the approximation can be to the original
distribution, which means that the accuracy of the approximation is adjustable.
In comparison to Proxels, the size of the DTMC representation is not dictated
by the discretization time step used for the distribution function. The main
disadvantage is that phase-type distributions are still just an approximation of
the original distribution.

Continuous phase-type distributions have been widely used for several years and
some fitting algorithms exist [9,14,1,59], which approximate a given distribution
function by a continuous phase-type distribution (CPH) of a certain structure.
Recently, DPHs have become of interest again. However, the proposed fitting
algorithms reviewed in Section 2.6.3 are either complicated or specialized for
certain structures [12, 11,10].
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2.6.1 Continuous Phases - Complex and Well Known

CPHs are segments of CTMCs where the time to absorption in the final state
represents the CDF of a statistical distribution. The graphical representation of
a CPH of Coxian structure is shown in Figure 2.5. They were first thoroughly
described in [58]. Some advantages of CPHs are that, due to their continuous
structure, they can approximate some real life processes very well. CPHs can
be good representations of smooth distribution functions such as Weibull or log-
normal distributions. Some disadvantages are that they involve the computation
of integrals and are therefore harder to compute and evaluate than DPHs. They
are also hard to fit to finite support distribution functions and do not easily
interface with Proxels. CPHs are only mentioned here fore completeness and
will not be investigated in detail in this thesis, which concentrates on DTMCs.

Figure 2.5: Example Structure of a Continuous Phase-Type Distribution

2.6.2 Discrete Phases - Flexible and Easy

DPHs are DTMC segments where the time to absorption in the final state repre-
sents the discretized CDF of a statistical distribution. The graphical representa-
tion of a DPH structure proposed in [10] is shown in Figure 2.6. The advantages
of DPHs are that, due to their discrete nature, they can approximate finite sup-
port distribution functions much better than CPHs. The evaluation of DPHs is
much easier, since the calculations only involve sums instead of integrals. Fur-
thermore, DPHs can be easily combined with Proxels, because both are ways of
representing non-Markovian distributions by DTMC segments. However, one dis-
advantage is that the discrete representation of a DPH can never exactly mimic
a continuous process. As an alternative to the age representation used in Prox-
els, DPHs can represent some statistical distribution functions with much less
DTMC states. Including DPH in the Proxel-based simulation algorithm would
reduce the state space explosion and thereby make the method more efficient
(see Chapter 4).
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Figure 2.6: Example Structure of a Discrete Phase-Type Distribution

2.6.3 Known Methods for Parameter Estimation

In order to obtain accurate representations of the non-Markovian transitions
in the Markov chain as a computational model, the parameters of the phase-
type transitions need to be estimated. For including DPHs in the Proxels-based
simulation algorithm, an accurate, automatic and efficient fitting algorithm is
needed, which is not limited in the distribution types that it can approximate.
Several algorithms are described in literature, and this section shortly reviews
them regarding their feasibility for the fitting task.

One idea was to view the fitting algorithm as an optimization task and it has
been realized for CPHs. Combined with a method for heavy-tailed distributions
this leads to accurate phase fits [30]. This idea is very similar to the algorithm
proposed in Chapter 3. The optimization approach was extended to the general
phase approximation method PhFit for heavy-tailed distributions, which can fit
CPHs and DPHs [11]. Another complicated fitting algorithm for DPHs exists,
which is based on Z-transformation and maximum likelihood estimation [12].
The other fitting methods were only designed for CPHs, and are limited in the
possible input distributions or output structure [1, 59].

Most of these methods were only benchmarked concerning the accuracy of the
representation, not for performance. However, this is important when the goal of
using DPHs is to improve the performance of Proxel-based simulation. Further-
more, not all approximation methods were readily available or easy to implement
using the provided descriptions. The fits that the above described methods pro-
duce are mostly optimized for a maximum likelihood regarding cross entropy and
errors in moments of the distributions. This does not help when trying to mimic
Proxels and their age representation of the distribution.

After reviewing some existing approximation methods we conclude that they are
not suitable as preprocessing steps to include DPHs into the Proxel-based simu-
lation algorithms. The few methods designed for DPHs fitting were not tuned for
performance, or the input or output structure not suitable for our intended ap-
plication. Therefore, the development of a new approximation method becomes
necessary. The resulting algorithm is described in Chapter 3.
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2.7 Conclusions

This chapter describes some recently developed concepts involving DTMCs as
computational models: Proxel-based simulation, DPHs, and fast Markov chain
solution algorithms. Figure 2.7 shows how the basic concepts described in this
chapter fit into a classification scheme of solution approaches to discrete stochas-
tic systems. The scheme also includes the concepts that will be introduced in
the following chapters. The classification is neither intended to be complete, nor
does it show all possible ways of treating a discrete stochastic system. It is solely
intended to clarify the relationships and context of the concepts mentioned in
this chapter.

Figure 2.7: Classification of Solution Approaches to Discrete Stochastic Systems De-
scribed in this Chapter

Separately these concepts work well, but combining them will make them more
applicable to larger and more general models. The DPH fitting algorithm de-
scribed in Chapter 3 can be used to turn discrete stochastic models with a finite
state space into DTMCs (see Figure 2.7 (1)). Then, their steady state solu-
tion can be computed using the algorithm from Chapter 5 (see Figure 2.7 (2)).
By combining the Proxel-based simulation algorithm with DPHs (approximation
see Chapter 3) transient solutions of models with an infinite state space can be
computed more efficiently (Chapter 4).
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2.7 Conclusions

The perfect combination of the concepts described in this chapter would be us-
ing SPNs for building the user model, DTMCs as computational models, and
efficient DTMC solution and simulation algorithms. SPNs are intuitive and gen-
erally applicable, which suits users, and DTMCs are deterministic and accurate,
which helps - in combination with fast solution algorithms - to obtain accurate
and reliable results in a short time. This in turn will increase the practical ap-
plicability of state space-based methods for the analysis of discrete stochastic
systems.
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Distributions via Optimization

3.1 Introduction - Making State Space-Based
Simulation Feasible

State space-based simulation methods can be used to solve the underlying
Markov chain (representing the state space) of a discrete stochastic model. The
transient or the steady state solution of the Markov chain is computed and
then performance measures for the original discrete stochastic user model are
derived.

When turning a discrete stochastic user model, represented by a non-Markovian
stochastic Petri net (SPN), into a discrete-time Markov chain (DTMC), there are
two possibilities to represent the non-Markovian distributions. Option one is to
replace every non-Markovian transition by one DTMC transition with the same
mean and in consequence to lose a lot of accuracy. For steady state solutions, it
might be sufficient to use the mean of the distribution, but only if there are no
side effects caused by the distributions’ shapes, such as an actually non-existent
probability to fire for distributions with limited support. Option two is to extend
the state space by using multiple DTMC states for the representation of one non-
Markovian transition in the SPN. This is the method of choice here, because for
accurate transient solutions more distribution characteristics are of interest than
the mean value. The thus expanded state space of the discrete stochastic user
model can then be analyzed using state space-based simulation methods such as
Proxel-based simulation (see Section 2.5) or even by solving the DTMC directly
using Gauss-Seidel (GS) or Power (see Section 2.3.1). The problem that arises
when replacing generally distributed transitions by multiple DTMC states is
that the resulting Markov chain has considerably more states than the original
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discrete model state space. This state space explosion results in a vast increase
in computation time and memory usage.

Proxels are one way of approximating a non-Markovian distribution function,
where building the state space happens on the fly parallel to the solution. How-
ever, the age representation, using one DTMC state for every single time step of
the discretized distribution can get inefficient. Even though Proxels are very flex-
ible and easy to handle, they result in a very pronounced state space explosion.
This limits the range of application to very small models. In order to be able
to simulate larger models, state space explosion needs to be limited. This can
be done with a more compact DTMC representation of non-Markovian distribu-
tions. The idea is to use discrete phase-type distributions (DPH) (see Section
2.6.2), where the number of DTMC states needed is not directly dependent on
the number of discretization steps of the original statistical distribution. This
results in an overall reduction of the size of the expanded model state space.

However, to our knowledge, there is no generally applicable approximation
method for DPH fitting available yet, which can fit any discretized statistical
distribution with adjustable accuracy (see Section 2.6.3) and results fitting our
needs for inclusion into the Proxel-based simulation method.

Therefore, a new generally applicable approximation method for non-Markovian
distributions is needed. The requirements for such a method are stated in de-
tail in the following section. The fitting method described in this chapter was
introduced by the author in [34].

3.1.1 Requirements and Idea for a New Phase Fitting
Algorithm

This section will specify some requirements for a new parameter estimation al-
gorithm, which can properly interface with the Proxel-based simulation method.
For including DPHs in the Proxels-based simulation algorithm, the fitting algo-
rithm needs to be accurate, automatic, efficient and generally applicable:

• accurate: The approximation needs to be accurate (close to the original
discretized distribution) and of low order for a minimized state space ex-
plosion.

• automatic: The algorithm should determine the optimal number of phases
for a given accuracy and distribution, requiring little or no user interaction.
In this way the accuracy of the approximation can be adjusted to the needs
of the specific model and application.
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• efficient : The algorithm should be tuned for a good performance. The
fitting is only necessary to create the computational model and as a pre-
processing step of the actual simulation. The cost of the approximation
must not outweigh the speed-up of the Proxel simulation due to the inclu-
sion of DPHs.

• generally applicable: The algorithm should be able to approximate any
positive (discretized) distribution function either from its distribution pa-
rameters or through a given discretization of the cumulative distribution
function (CDF).

The algorithm should also fulfill the following two properties in order to be useful
for practitioners.

• The fitting results and the algorithm itself should easily interface with the
Proxel-based simulation algorithm, since this is the main intended state
space-based simulation method. Therefore, the chosen DPH representation
must be compatible or easily integrated into the Proxel algorithm.

• A trade-off between algorithm runtime and accuracy should be possible, in
case that the user needs a very accurate solution or only a rough estimate.

One idea that is further investigated in this chapter is to look at the problem
as a global optimization task, using well-known optimization algorithms for the
fitting task, similar to the approach in [30] for the fitting of continuous phase-type
distributions (CPH).

3.2 Problem Definition and Reduced Phase
Structure

The approximation of a distribution by a DPH takes the definition of the con-
tinuous probability distribution as the starting point. The first step is then to
discretize the original distribution, since it is supposed to be approximated with
a DTMC. The discrete steps di are calculated using the distribution’s cumulative
distribution function (CDF) F () and a time step ∆t according to Equation 3.1.

di = F (i ∗∆t)− F ((i− 1) ∗∆t) (3.1)

The resulting series of di represents the amount of probability absorbed in each
time interval of the original distribution. This discretization method was chosen
to be easily computable and to produce the same discretization result that Prox-
els would generate using the instantaneous rate function (IRF) (see Section 4.2).
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The mathematical problem to be solved when approximating this discretized dis-
tribution function by a discrete phase-type distribution is to find a sequence of
ci that is produced by a DPH, minimizing the distance between {ci} and {di}
according to some predefined distance measure.

The representation of a specific phase-type distribution is not unique. To re-
duce the space of possible solutions and the number of variables needed for the
mathematical description, a canonical form of the phase-type distributions is
used (Figure 3.1). It has been adapted from the canonical form CF1 presented
in [10]. The ai represent the initial probabilities of the DTMC states and the
pi are the transition probabilities between the subsequent states. In [10] the pi
were ordered according to pi ≥ pi+1; by leaving out this property, the represen-
tation is no longer unique but still minimal. The resulting structure contains
2n− 1 free parameters for a DPH of order n (2n parameters counting all initial
probabilities ~a). It has been proven in the same paper [10] that any acyclic DPH
can be reduced to a representation of the same order that has this simplified
structure.

Figure 3.1: Canonical Representation of Discrete Phase-Type Distributions

A DPH of order n in the described canonical form is then specified by the time
step ∆t and the two vectors ~a and ~p with the following properties:

0 < pi ≤ 1 ∀i = 1 . . . n (3.2)

0 ≤ ai ≤ 1 ∀i = 1 . . . n (3.3)
n∑
i=1

ai = 1 (3.4)

Therefore, the problem investigated here is to compute vectors ~a and ~p for a given
n and ∆t that describe a DPH whose time to absorption ci approximates the
discretized input distribution function di as closely as possible. The choice of ∆t
and n for the approximation of a specific distribution function is also important,
and both parameters naturally have a great influence on the result [12]. Often,
the time step ∆t is dictated by the later application of the DPH. The influence
of different numbers of phases n is examined in Section 3.5.4 and some guidelines
on choosing the optimal number of phases are discussed in Section 3.6.2.
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For the purpose of approximation, the time step ∆t and the number of phases n
are assumed to be either given by application requirements or have been chosen
by the user.

3.3 Short Review of Two Abandoned
Approximation Approaches

This section describes two ideas for computing DPH approximations that were
abandoned after investigation. Their possible advantages and reasons for aban-
donment are stated.

The first idea was to exploit the regular structure of some distribution fits by
deriving rules for a direct estimation of the phase parameters from distribution
characteristics. If successful, this would be very fast, because hardly any com-
putation would be necessary. The methods turned out to be infeasible because
of the large number of possible parameter constellations and the limited appli-
cability.

The second idea was to interpret the fitting of the discretized time steps as a
system of nonlinear equations and to use an appropriated method to solve it. The
Newton-Raphson method, as one such solution algorithm, was implemented and
tested, but discarded because of numerical instabilities and poor fitting results.

3.3.1 Direct Rule-Based Parameter Estimation

Experimental results suggested that the parameters of DPHs follow certain rules
for some statistical distributions. Some normal distributions for example could
be approximated by the discrete equivalent of an Erlang distribution. If rules
could be determined for at least some distribution types, their approximation
would be possible with constant effort O(1), since the DPH parameters could be
directly derived from the distribution parameters.

Nevertheless, the parameters of the DPH are still dependent on the discretization
time step ∆t, the number of phases n and the parameters of the distribution,
which are already four independent variables for a normal distribution. The
number of possible combinations of parameters that would have to be tested and
taken into account for each class of distributions turned out to be too large to
handle. Furthermore, these rules would be limited to a set of well-defined statis-
tical distributions, and probably only apply with certain restrictions. Therefore,
the approach was abandoned in favor of more general methods.
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3.3.2 Solving a System of Nonlinear Equations

The fitting of a DPH can also be interpreted as solving a system of nonlinear
equations. The di are the desired outputs of the chain, and the ai and pi the
parameters of a DPH with the canonical structure shown in Figure 3.1. The
resulting system contains one equation for every time step of the Markov chain
(see Equations 3.5 et seq.).

d1 = a1p1 (3.5)

d2 = a1p1(1− p1) + a2p2p1 (3.6)

d2 = a1p1(1− p1)2 + a2p2p1(1− p1) + a2p2p1(1− p2) + a3p3p2p1 (3.7)

d3 = . . . (3.8)

One algorithm for the solution of nonlinear systems of equations is the Newton-
Raphson method. The tested implementation was adapted from the one in [60,
pp.379-383]. It is an iterative method and therefore depends on the initial con-
figuration of the DPH. The method did not prove suitable for the approximation
of DPHs for several reasons: The algorithm is not designed to work with the
boundary conditions stated in Equations 3.2 to 3.4; these had to be artificially
enforced after each iteration. During the experiments it became clear that the
method could be numerically unstable when inverting a matrix with entries of
differing magnitude. The development of the error was not predictable.

Furthermore, square matrices are required for this algorithm and therefore only
2n equations can be considered. Usually, the DPH and the original distribution
have more than 2n discretization time steps, resulting in more than 2n equations.
When reducing this to the first 2n time steps, the fitting of the distributions tail
cannot be properly dealt with. A more useful choice of the 2n equations would
have to be made by the user or by using a sophisticated automation technique.

For these reasons, Newton-Raphson was not applicable for the fitting of DPHs.
Some of the problems mentioned are shared by all possible solution algorithms
and inherent in the problem definition, such as the limitation on the number
of equations. Consequently, the idea of treating this problem as a system of
non-linear equations to solve was abandoned.
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3.4 Using Well-Known Optimization Methods for
Phase Fitting

The problem of finding a parameter setting for a DPH that minimizes the dis-
tance to the input distribution can clearly be interpreted as an optimization task.
This approach has several advantages when fitting DPHs:

• It does not require the distribution function to have a certain form or
dimension, it just operates on the discretized time intervals.

• Optimization can handle boundary conditions.

• The error function to be minimized for a DPH fitting is comparatively easy
to derive.

• Optimization is usually quite stable and not susceptible to numerical in-
stabilities.

The goal function to be minimized only depends on the DPH parameters ai and
pi, since ∆t and n are assumed as given. It is defined by the distance between
the time to absorption in the DPH ci and the discretized input distribution di ac-
cording to some distance measure. The boundary conditions that the parameters
must satisfy for a valid DPH are given by Equations 3.2 to 3.4. Since the time to
absorption in a DPH of order two or larger may contain jumps, the resulting goal
function is non-differentiable. Therefore, the gradient has to be approximated.

The optimization problem itself is multidimensional, global, nonlinear, and it
has boundary conditions for the DPH parameters. Since only few algorithms
exist that fulfill all these requirements, some of the chosen algorithms had to
be adapted. The implemented methods include gradient descent (GD), the
Nelder-Mead simplex (SX), simulated annealing (SA), simultaneous perturbation
stochastic approximation (SPSA) and the augmented Lagrange penalty function
(ALPF). They are described more thoroughly in Sections 3.4.1 to 3.4.5. Of the
implemented algorithms, only ALPF is designed to handle boundary conditions
by including them in the goal function. To enforce these restrictions with the
other four, the vectors ~a and ~p are corrected after each iteration, usually by
rescaling. GD and SX are local optimization methods, and therefore dependent
on the start vector, whereas SA and SPSA are stochastic methods, and thus not
as sensitive to the initial parameter values.

The following four error functions (distance measures between ci and di) were
implemented, but do not represent the full spectrum of possible error functions:
The sum of squared probability density function (PDF) differences (SPD), the
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sum of the absolute PDF differences (APD), the sum of the squared CDF dif-
ferences (SCD) and the sum of relative PDF differences (RPD). The tests to
compare them will be described in Section 3.5.

The next sections will describe the implemented optimization methods in more
detail and evaluate them regarding their suitability for DPH fitting. GD, SX
and SA could be successfully tuned to the DPH fitting task. They are evaluated
based on the experiments described in Section 3.5. It was not possible to find
generally applicable parameter settings that efficiently produced good results
for ALPF and SPSA. The evaluation sections of these two methods are based
on experiments, which were conducted to tune the methods to this particular
optimization task.

For all three successfully implemented methods, default parameter settings and
start vectors that produced good results in most cases were determined through
tests or taken from the literature. The chosen default values can be found in
Appendix A.1. For more information on the experiments described here, refer
to [34].

3.4.1 Gradient Descent - Easy Local Optimization

Gradient descent methods are standard iterative optimization techniques that
take an initial solution and improve it successively in the direction of steepest
descent [2]. The gradient of the goal function has to be given by a function or
be estimated. An advantage of GD is that the goal function improves with every
step. However, this strict downward movement implicates the danger of being
trapped in a local optimum for non-linear optimization tasks. The optimization
step size is crucial to the success of the method, since a small step size makes
the algorithm converge very slowly, but a large step size might result in skipping
over valleys in the goal function.

Modifications The GD implementation for DPH fitting successively improves
an initial vector by determining the gradient of the target function in every
direction and then shifting the current guess in the direction of steepest descent
by a given step size. To increase the speed of the method, it was also modified
to take as many steps in the determined direction of steepest descent as possible,
until no further improvement can be made. To increase the speed and accuracy
of the method the optimization step size starts out at a comparatively large
value, and is decreased every time no further improvement can be achieved,
until a threshold is reached. GD also terminates when the step size falls below
1e− 12. The boundary conditions are enforced by scaling ~a after every iteration
and correcting any pi outside of the defined boundaries.
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Evaluation GD works well for the approximation of DPHs where the original
distribution function is smooth, for example Weibull or normal distributions.
It does not work well for distributions that are not differentiable or have large
gradients. The computation time of the method can also become large (up to
minutes) when it advances in very small steps and only in a direction parallel to
one of the axes. In the worst case it needs 2n + 1 goal function evaluations per
iteration. To avoid this, the termination criterion sometimes needs to be relaxed.
Nevertheless, the method yields exact DPH fits for some distributions.

3.4.2 Nelder-Mead Simplex - Fast and Good
Approximations

The Nelder-Mead simplex optimization algorithm is an extension of the well-
known Simplex algorithm to multiple dimensions and has been introduced in [57].
The idea of the algorithm is to take an initial m+ 1 dimensional simplex (where
m is the number of independent variables, here 2n), and let it move through
the space of possible solutions according to certain rules, until the vertices ac-
cumulate around an optimum. Since the current optimization problem is not
linear, it cannot be guaranteed that the minimum found is global. The vectors
of the simplex are modified by reflection, expansion, contraction and shrinking,
the details are described in [66,34].

Modifications The SX algorithm only had to be adapted by choosing suitable
starting vectors (see Section A.1) and enforcing the boundary conditions on all
the simplex vectors after every modification step, as described for GD. SX
method terminates when the ratio of the difference and the sum of the error
value of the best and worst simplex vertex falls below 1e− 12.

Evaluation The SX algorithm is fast and works well with most distribution
functions. It needs at most three goal function evaluations per iteration, unless
the simplex is shrunk, but on average it resulted in less than three function
evaluations per iteration. During the tests, the method did not always find the
globally optimal solution, but a good one in most cases.

3.4.3 Simulated Annealing - Slower but Better Global
Optimum

Simulated annealing is a stochastic optimization method that tries to cover the
whole solution space to find a global optimum. The approach tries to mimic the
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behavior of cooling metal. It starts at a high temperature and accepts almost
any change. As the temperature gradually decreases, it tends more and more
to reject changes that do not improve the goal function value up until only
accepting improvements. Thus, it is possible to cover a larger portion of the
space of possible solutions.

Modifications The implemented SA algorithm is based on SX described above
and has been taken from [60, pp.451-455]. The modifications to enforce the
boundary conditions and the termination criterion are equivalent. Since the
method is of stochastic nature, it is necessary to perform replications. During
the tests it became apparent that about five replications were sufficient to reach
a result better or equivalent to that of the SX method.

Evaluation Since the method is based on SX, it is also suitable for the approx-
imation of DPHs. Owing to its stochastic nature, it has a higher probability of
finding a global optimum, at the expense of having to do replications. Most of
the time, SA is slower than SX, but it yields better results. When increasing the
number of replications to ten or twenty, the resulting phase approximations are
usually optimal, but the computation time was no longer acceptable.

3.4.4 Not Applicable: Simultaneous Perturbation Stochastic
Approximation

Simultaneous perturbation stochastic approximation [69] is a gradient-based op-
timization technique that has the advantage of only needing two goal function
evaluations per iteration, regardless of the number of independent variables. The
method simultaneously performs random modifications (perturbations) on all
variables of the initial vector, inverts them and computes the two new values
of the objective function. Using the goal function values and the perturbation
vector, a vector gradient is approximated at the initial point, which determines
the direction of steepest descent.

Evaluation SPSA did not achieve better results than the other methods, it was
slower and the results were of lower accuracy. Due to the complexity of the
algorithm, it was not possible to find a set of generally applicable parameters
for the approximation of DPHs. Even though the algorithm has been success-
fully applied in other fields, it did not prove suitable for this problem. This
might be due to the boundary conditions: to enforce them, the variations of
the vector elements often had to be adapted and were no longer purely random.
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Another reason might be the close relationship between the vector elements to
be optimized, which seems not to be suitable for random modifications.

3.4.5 Not Applicable: Augmented Lagrange Penalty
Function

The augmented Lagrange penalty function [8] is a gradient-based optimization
method for problems with boundary conditions. The equalities and inequalities
to be met are normalized and included in the objective function. Terms are
created, that produce a nonzero positive value if a condition is not fulfilled. These
are multiplied by a so-called penalty parameter and increase the value of the
goal function upon violation of a boundary condition. Through this method, the
original function is minimized and at the same time a violation of the boundary
conditions is avoided.

Evaluation The method was slower than the other implemented algorithms.
It needed several initial optimization runs to find suitable penalty parameters
for each problem. Due to the complexity of the method it was not possible to
find appropriate general parameters for the algorithm within a limited amount
of time. Therefore, the method was not found suitable for the approximation of
DPHs.

3.5 Experiments Evaluating the Methods’
Performance

The experiments described in this section were used to determine the influence
of different parameters on the algorithms performance and results [34]. The
goals of these experiments were finding good general parameterizations of the
optimization methods and deriving guidelines under which circumstances which
of the methods is suitable. The thoroughly tested algorithms are GD, SX and
SA. The parameters that were varied are the number of phases, the input size
(number or size of time steps), the error functions and the input distributions.
The evaluated performance criteria were computation time (taken on a Pentium4
CPU with 2.6GHz and 512MB RAM) and the resulting approximation error.
The default maximum error allowed was set to 1e− 12, but most of the methods
have additional termination criteria.
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3.5.1 Fitting Different Standard Distributions

The different standard distributions tested have been taken from [14], where
they were used for a similar benchmark test. They were adapted from the one
proposed at the workshop ”Fitting phase type distributions” organized by As-
mussen in 1991. The results can also be used to compare the developed fitting
algorithm to existing approaches, which were benchmarked using the same set of
distributions. The following distributions were tested with the stated standard
discretization values for discretization step ∆t and truncation point tmax:

W1 ∼ Weibull(1, 1.5) (∆t = 0.1, tmax = 4)

W2 ∼ Weibull(1, 0.5) (∆t = 0.1, tmax = 4)

L1 ∼ Log − normal(1, 1.8) (∆t = 0.05, tmax = 2.5)

L2 ∼ Log − normal(1, 0.8) (∆t = 0.05, tmax = 2.5)

L3 ∼ Log − normal(1, 0.2) (∆t = 0.05, tmax = 2.5)

U1 ∼ Uniform(0, 1) (∆t = 0.05, tmax = 2)

U2 ∼ Uniform(1, 2) (∆t = 0.05, tmax = 3)

SE ∼ ShiftedExponential (∆t = 0.05, tmax = 3)

ME ∼ MatrixExponential(∆t = 0.05, tmax = 3)

Due to the sensitivity of the results to the number of phases, three cases were
tested for each algorithm: two, four and eight phases - sometimes also sixteen and
twenty phases, to demonstrate the ability of discrete phases to approximate non-
differentiable distribution functions. The best fits for each distribution function
with the different phase numbers can be seen in Figure 3.2.

The Weibull and two of the log-normal distributions are accurately approximated
using only a small number of phases (2−8). L3 needs sixteen phases to be accu-
rately approximated. U1 can be exactly approximated by twenty phases, because
with the discretization parameters used all of the probability is concentrated in
the first twenty time steps. The approximations of U2, SE and ME cannot
completely imitate the shape of the original distribution with a small number of
phases, since these distributions have limited support or discontinuities. How-
ever, with an increasing number of phases the approximation gets close to the
original distribution function, even if it contains non-differentiable segments. It
can be seen that with a sufficient number of phases, the DPH approximation
can get arbitrarily close to the original distribution. The trivial solution would
be to take as many phases as time steps. Proxels actually do that (see Section
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Figure 3.2: Fits with Different Error Functions

2.5), even though they use a slightly different structure of the Markov chain
segment.

When comparing the results to CPH fits from [14], the fits with discrete phases
are comparable for Weibull and log-normal, where the continuous phases per-
formed well. Better fits could be obtained using DPHs for the remaining distri-
butions, where CPHs did not perform as well. In [10] the same distributions were
used to test a fitting algorithm for DPHs. The plotted results are very similar to
the ones obtained here that can be seen in Figure 3.2. This shows that for the
tested benchmark set, the developed algorithm is at least as accurate as existing
fitting methods.
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3.5.2 Performance of Different Optimization Methods

The three different optimization methods were also tested on all nine distribu-
tions. In order to determine their suitability for different distribution types,
runtime and result accuracy were compared.

Figure 3.3: Runtime and Error of Gradient Descent Method (Logarithmic Scaling)

Figure 3.4: Runtime and Error of Simplex Method (Logarithmic Scaling)

Figure 3.3 shows the results for GD. The method terminates fast on all distri-
butions, when just two phases are used and the approximation error is as low as
possible using such a small phase number. The good performance is due to the
low dimensionality of the problem, where there are actually only three indepen-
dent variables. When higher order DPHs are used for the approximation, the
computation cost rises up to 10 seconds. Irregular distributions, like SE, ME,
U1 or U2, do not show such a drastic negative effect for reasons explained in
Section 3.5.4.

SX is much faster than GD for larger phase numbers (see Figure 3.4). The
method produces accurate results for smooth distribution functions like Weibull
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Figure 3.5: Runtime and Error of Simulated Annealing Method (Logarithmic Scaling)

or log-normal. The computation time differs between the test distribution func-
tions and is not easily predictable, but it was less than one second for all but one
of the test distributions.

SA is slower than SX, but the computation time is still within a few seconds and
the method is more predictable (see Figure 3.5). It finds an adequate solution
for DPHs with four or more phases; for higher DPH orders even better solutions
than the other methods, sometimes up to the error threshold of 1e − 12. The
reason could be that when the number of independent variables increases, their
interdependencies grow more complex, and the stochastic nature of the method
explores the space of possible solutions most efficiently.

In general, the GD method yields accurate fits with small phase numbers at
an acceptable computation cost of up to 10 seconds. The SX algorithm yields
accurate results for higher phase numbers within one second and the slower SA
method can find better approximations in most cases at the expense of higher
a computation cost of a couple of seconds for the tested cases. A heuristic to
determine a good optimization algorithm for a specific distribution and number
of phases is described in Section 3.6.1.

3.5.3 Influence of Different Error Functions on Fit Quality

The error functions that were implemented and tested (SPD, APD, SCP, RPD)
are shown in Table 3.1: fi, Fi and di denote the discretized values of the original
distributions PDF and CDF; f̂i, F̂i and ci denote the time to absorption in
the DPH, which can be described by the approximated distributions PDF and
CDF. The choice of the error function does not influence the performance of the
method, but only the quality of the fit.
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Error Measure Formula

Squared PDF Difference (SPD)
∑(

fi − f̂i
)2

=
∑

(di − ci)2

Absolute PDF Difference (APD)
∑∣∣∣fi − f̂i∣∣∣ =

∑ |di − ci|
Squared CDF Difference (SCD) ∆t ∗∑(

Fi − F̂i
)2

Relative PDF Difference (RPD) ∆t ∗∑ |fi−f̂i|
fi

= ∆t ∗∑ |di−ci|
di

Table 3.1: Different Error Functions for DPH Fitting

There are other distance measures that can be considered (e.g. the relative en-
tropy), and the selection does not claim to be exhaustive. All measures are
defined as some distance between the discretized original distribution and the
fit, because of the planned inclusion into the Proxel-based simulation algorithm
(see Chapter 4), where the discretized IRF is used to determine the one-step
transition probabilities. Therefore, distribution characteristics such as the mo-
ments or relative entropy of the distributions were not considered, but could be
implemented and tested in future, if necessary.

The implemented distance measures are examples of ones that are much easier
to compute for DPHs than for CPHs, since they are sums instead of integrals.
They are applied during the optimization, consequently they sometimes yield
slightly different fits. Figure 3.6 shows the four example distributions with the
most significant difference in fits. The more regular distributions do not show
differences in the fits with different distance measures. The SPD error function
seems to mimic the shape of the curve closer than the other three. Therefore,
the error function was chosen as default.

Heavy-Tailed Distributions The influence of the chosen error function on the
fitting quality especially for heavy-tailed distributions was investigated thor-
oughly in [30]. There, the relative PDF difference was found to be a good choice
when fitting distributions with heavy tails. Two distributions in the current
benchmark set can be considered to have a heavy tailed behavior: W2 and L1.
The results for the fits of these two distribution functions with a focus on the
tail behavior can be seen in Figure 3.7. Both the squared and absolute PDF
difference do not yield good fits in the tail part of the distributions, the approx-
imated distributions deteriorate too fast. SCD and RPD lead to good tail fits,
SCD also leads to good distribution body fits, and RPD can be fitted faster by a
factor of about 4 for the L2 distribution. Therefore, the choice between the two
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Figure 3.6: Fits with Different Error Functions

for the fitting of heavy tails is dependent on the user requirements, either SCD
for a good overall fit or RPD for a faster close tail fitting.

The tested error functions only represent a selection of the larger number of
available ones. SPD was chosen as the default function, but further practical
application of the resulting phase-type distributions might change that choice.

3.5.4 Influence of Number of Phases on Fit Quality and
Runtime

Another parameter that has a significant influence on the fitting result is the
order of the resulting phase-type distribution n (number of phases). A small
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Figure 3.7: Fits of Heavy-Tailed Distributions with Different Error Functions (Logarithmic
Scaling)

value for n is desirable for two reasons. First, because the fitting algorithm is
much faster, since the calculation of the error function involves stepping through
the DPH every time. Only in the trivial case of using as many phases as dis-
cretization steps, the algorithm terminates right after initialization. Second, the
problem of state space explosion is still imminent, since the state space can grow
exponentially with the order of the phase approximations. Figure 3.8 shows that
the larger the value of n, the better the approximation, as might be expected.
The diagram also shows that W1, W2, L1 and L2 are accurately fit using the
tested phase numbers. U2, SE and ME show only a slight decrease in the error
value with growing phase numbers, they require more than 20 phases to be accu-
rately fit. The approximation error of the fit for U1 drops sharply from 18 to 20
phases, since the 20 discrete time steps of the distribution are exactly reproduced
in the last experiment. The approximation error for L3 decreases with growing
phase number, but does not reach the error threshold.

The increase in runtime with a growing phase number is also dependent on the
distribution being approximated (see Figure 3.9). Paradoxically, the distribu-
tions that can be approximated close enough to reach the maximum allowed
error threshold also have the sharpest increase in computation costs (W1, W2,
L2 ). This is probably due to the fact that there is always room for even small
improvements before the threshold is reached. On the other hand, the distri-
butions that can only be approximated to a certain point reach that limit more
quickly (SE, U1, U2 ).

Therefore, the optimum value for n is always a trade-off between runtime and
accuracy and largely depends on the requirements of the intended application.
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Section 3.6.2 shows a heuristic to determine a good value of n for different dis-
tribution function and parameter setting.

Figure 3.8: Error for Different Distributions with Increasing Number of Phases

Figure 3.9: Runtime for Different Distributions with Increasing Number of Phases

3.5.5 Influence of the Input Size: Number of Time Steps

The size of the input not only has an influence on the performance of the al-
gorithm, but also on the quality of the result. To vary the input size, the step
size ∆t was adapted with unchanged tmax to produce the desired number of time
steps. Since the input size is a function of ∆t when tmax is given, this chapter also
describes the effect of the discretization step size on the algorithms performance
and the results. Furthermore, the influence of the input size is also dependent on
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the algorithm used. To get comparable runtime results, the number of iterations
for GD was limited to 1000 and 10, 000 iterations. GD only needs few iterations
to find good fits, most of the time the additional iterations are only needed for
fine-tuning the approximation.

Figures 3.10, 3.11 and 3.12 show the development of the runtime and error for
W1, L3 and ME, which exemplify three different algorithm behaviors. In all three
cases the best error function value for a parameter configuration slightly increases
when the number of time steps decreases. This is due to the mathematical
structure of the squared PDF difference as an error function and not necessarily
to a worse fit.

Figure 3.10: Runtime and Error (Logarithmic Scaling) for W1 Distribution with Increasing
Input Size

For distribution W1, GD usually finds the optimal fit, even though at a very
high cost of 400 seconds with an input size of 10, 000 (Figure 3.10). The error
of SA is not that dependent on the input size, but the runtime is proportional
to it. SX has a very short runtime of only a few seconds, but it does not find a
good solution for half of the cases when looking at W1. GD with 1000 iterations
finds the best results at computation costs up to 30 seconds.

Figure 3.11: Runtime and Error for L3 Distribution with Increasing Input Size
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For L3, the error results for SX and GD are equally good (Figure 3.11), and GD
only needs 1000 iterations to reach this level. SA is necessarily slower and needs
up to 500 seconds, since it performs at least five replications of the optimization.
The lower computation costs for SX do not pay off, since the results are worse
than those of the other methods. The optimal method here would again be GD
with 1000 iterations.

Figure 3.12: Runtime and Error for ME with Increasing Input Size

For ME, SA finds the best results; this is due to the irregular shape of the
distribution function (Figure 3.12). GD has low computation costs (3 seconds at
most) and finds good solutions. SX reaches comparable results only for smaller
input sizes, but it has consistently low computation costs.

When limiting the number of iterations for GD, the runtime of all three methods
is usually proportional to the input size. The error of SX is not acceptable for
larger input sizes. SA produces good results for almost all input sizes including
large ones. If a small discretization time step is used, resulting in a large input
size, GD should be used and the number of iterations limited to a few 1000. For
smaller input sizes, the guidelines described in Section 3.6.1 should be used to
determine the optimization algorithm.

3.5.6 Experimental Comparison to CPH Approximation Tool

A comparison of the fitting program described here and a CPH fitting tool was
conducted and described in [68]. The CPH fitting program EMpht was developed
by Olsson and colleagues [1,59], and uses an expectation maximization technique
to generate the fits. The parameters varied were the distribution type, the num-
ber of phases and the discretization time step for the DPH fitting program. The
comparison of the two tools itself was not easy, since the form and type of the
input was different, as well as the form of the output. The comparison criteria
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were the actual resulting error, the visually perceived accuracy of the fit, the
runtime and the usability of the tool.

The benchmark resulted in the following conclusions. The EMpht program was
very difficult to use and the results hard to interpret. The quality of the resulting
fits was acceptable even though they took a very long time to compute. The fits
generated using the approach described in this chapter were more accurate and
found to be faster. The fit results of EMpht are similar to the ones documented
in [14]. EMpht was developed with different objectives than the algorithm in
this chapter, therefore, it cannot compete with the approach described here.

3.5.7 Experiments Summary

In the tests conducted, discrete phase-type distributions approximate the test
distribution functions equally good or better than continuous phase-type distri-
butions. The gradient descent algorithm yields good results within a few seconds
for small phase numbers, Nelder-Mead simplex works for larger phase numbers,
and usually terminates in less than one second. The computation costs of simu-
lated annealing are typically a couple of seconds, but it usually finds very good
solutions, even for distribution functions with irregular shapes. All tested error
functions resulted in good fits, with slightly different shapes for irregular distri-
bution functions. The squared PDF difference was chosen as default; however,
for heavy-tailed distributions, the relative PDF difference or the squared CDF
difference should be used. A large number of phases results in a better fit, but
also in higher computation costs, which is most pronounced on smooth distri-
bution functions. A larger input size (smaller time step) up to 10, 000 caused
higher computation costs (up to 500 seconds) and worse fits, as expected. A
heuristic for choosing a method and parameters for a particular fitting task can
be determined based on these experiments and will be described in the next
section.

3.6 Guiding the User in the Approximation

3.6.1 Choosing the Optimal Method and Parameters

The experiments show that a good choice of program parameters is essential for
the efficiency of the algorithm and the accuracy of approximation. To ensure a
good performance also for inexperienced users, guidelines were determined based
on the above experiments and additional ones with various distributions and
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parameter settings. Then, standard parameters were implemented for all three
suitable optimization methods GD, SX, and SA. Examples of default parameter
values are the initial optimization step size of GD with ∆ = 0.05, the reflection
factor of SX with α = 1 or the number of iterations per temperature level for SA
100. All default values for the methods parameters and initial solution vectors
can be found in appendix A.1.

The default method for a specific distribution and phase number which would
most likely perform well was determined. GD should be used for small phase
numbers of 4 or less; SX is the default method for larger phase numbers; SA
should be used for irregular (non-smooth) distributions such as uniform ones
with finite support or user-defined distributions given through a discretized time
series. The default error method for fitting purposes was determined to be the
squared PDF difference, since it showed an overall good performance. For heavy-
tailed distributions like some Weibull or log-normal ones, however, the squared
CDF difference should be used.

3.6.2 Choosing the Optimal Number of Phases

Section 3.5.4 shows that the number of phases used for the fitting has a signif-
icant influence on the quality of the fit and the runtime of the fitting process.
Therefore, default phase numbers were experimentally determined to aid in the
fitting process. For this purpose, the discretization time step ∆t is assumed to
be given by the application or the user. Otherwise, the more accuracy is wanted,
the smaller the time step should be; the time step could for example be tuned
to a maximum allowed discretization error per step.

As a general rule one can say that the more accuracy is wanted, the more phases
are needed. Usually, a longer initial zero period (some discretization time steps
holding only little probability mass or none) results in more phases needed for
an accurate fit (see Figure 3.2 distributions L3 and U2 as examples). The
measures that seem to influence the fitting process the most are the relative
mean of a distribution µ/∆t (mean/discretization time step) and the coefficient of
variation σ/µ (standard deviation/mean) of a distribution, for Weibull the shape
parameter and the relative scale are used respectively. A small relative mean
(relative scale) implies that a small number of phases is needed for the fitting,
since this leads to a short initial zero period. A small coefficient of variation
(large shape parameter) implies that a larger number of phases is needed, since
this is a sign of a small variation around large mean, which leads to a longer
possible initial zero period. The heuristic threshold values and resulting phase
numbers are described in appendix A.2.

47



3 Fitting Discrete Phase-Type Distributions via Optimization

Specific guidelines and resulting suggestions for the number of phases and the
usage of the fitting method in combination with the Proxel-based simulation
algorithm are given in Section 4.5.1.

3.7 Conclusion & Reflection

This chapter introduced a general fitting algorithm for DPHs, which does not
impose restrictions on the statistical distributions to be fit. To our knowledge
this was not possible with the fitting tools available so far.

All the requirements for the fitting algorithm stated in Section 3.1.1 have been
met: accuracy, automation, speed, no input limitations, and easy Proxel inter-
face. The developed algorithm is based on global optimization methods and
can be tuned to the users needs, concerning accuracy and speed requirements.
Default parameters for the implemented methods were determined as well as
guidelines given on how to choose the optimization method and the number of
phases. Experiments confirmed the applicability of the methods to the task of
fitting statistical distributions using DPHs.

The resulting DPH fits are more flexible and mathematically easier to handle
than CPHs, which have been extensively used in the past. The developed fitting
algorithm can be used to turn a finite discrete stochastic model such as an SPN
into a DTMC. DPHs are also more accurate than replacing generally distributed
transitions by single Markovian distributions in the conversion process.

The underlying DTMC of an SPN, representing the expanded state space of
the model, can then be further processed by solving it directly with an efficient
DTMC solution algorithm (see Section 5.4). The DTMC can also be analyzed
regarding reachability and probability of rare undesired states in safety and re-
liability analysis as described in [18,19].

The fitting method can also be integrated into the Proxel-based simulation algo-
rithm as an alternative method to approximate the non-Markovian distributions.
Compared to the Proxel-based approximation scheme of using age variables,
DPHs limit the state space explosion by needing fewer Markov chain states.
An algorithm combining DPHs and Proxels will be described in the following
chapter.
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4.1 Introduction - Why and How to Improve
Proxels

The Proxel-based simulation method [47] (see Section 2.5) uses supplementary
variables (age variables) to turn a discrete stochastic model containing non-
Markovian distributions into a discrete-time Markov chain (DTMC). Sometimes
Proxels can be inefficient, since they use one Markov chain state per distribu-
tion time step, which can lead to a vast increase in the size of the model’s state
space, also called state-space explosion. This in turn leads to an increase in simu-
lation time and memory requirements, which makes the Proxel-based simulation
of larger models infeasible.

Discrete phase-type distributions (DPH) are another way of turning a non-
Markovian distribution into a DTMC (see Chapter 3). They can approximate
many distributions just as accurate as Proxels, but with much fewer Markov
chain states. One idea to improve the Proxel-based simulation algorithm is to
include DPHs as an alternative approximation method to Proxels (age variables).
This would decrease the expanded state space of the model and in turn save sim-
ulation time and memory. However, the computation of a phase approximation
also takes a certain time, which depends on several parameters such as the dis-
tribution type and discretization time step (see Section 3.5). The benefit in
simulation time has to outweigh the approximation time necessary in order to
decrease the overall runtime of the method.

Integrating DPHs in the Proxel-based simulation algorithm as an alternative ap-
proximation method will improve the speed and efficiency of the method, by
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enabling the analysis of larger models. To prove this, the chapter has the follow-
ing goals:

• First, a modified simulation algorithm has to be devised that can process
both Proxels and DPHs as representations of non-Markovian distributions.

• Then, it needs to be shown how phases counteract state space explosion
by making the DTMC representations of the non-Markovian distributions
smaller compared to Proxels.

• Guidelines to the user have to be provided, where it is beneficial to use
DPHs instead of Proxels, since the trade-off between decreased simulation
runtime and necessary approximation time has to be considered.

• The last goal is to show that the new algorithm is faster than Proxel-based
simulation alone, making it feasible to simulate larger models.

The chapter will first introduce the theory of the combination of Proxels and
DPHs and describe the modified algorithm for Proxel- and phase-based simu-
lation (PnP) introduced by the author in [38]. Then, guidelines will be given
and justified when to choose which DTMC approximation scheme. Furthermore,
experiments are described that show the possible gain in runtime and memory
requirement [53]. The last part of the chapter presents a graphical user interface
for combined Proxel- and phase-based simulation [35], which enables an easier
usage of the newly developed algorithm.

4.2 Comparing Proxels and Discrete Phases

Both Proxels and the DPHs defined in Chapter 3 are ways of turning a non-
Markovian distribution into a DTMC segment.

How do Proxels do that? Proxels are based on the method of supplementary
variables [16, 22, 21]. They ”remember” the age of the currently enabled or race
age transition by coding it in the Markov chain state, resulting in one Markov
chain state per time step of the discretized distribution, and thus expanding
the models state space. For ease of distinction in this chapter, the terms age
representation and age variables will be used synonymously for the Proxel-type
representation of a non-Markovian distribution.

The instantaneous rate function (IRF) (as defined in Equation 4.1) is used to
determine the transition probabilities to the successor states dependent on the
age of the current state. The IRF represents the current rate of probability flow
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from one state to the next [26]. Equation 4.2 represents the probability of a
state change between t and t + ∆, should the state change not have happened
yet. The structure of a Proxel DTMC segment can be seen in Figure 4.1, where
the pi represent the one-step transition probabilities into the next discrete model
state.

µ(τ) =
f(τ)

1− F (τ)
(4.1)

pi =
∫ t+∆

t
µ(τ)dτ (4.2)

≈ ∆ ∗ µ(t) + µ(t+ ∆)

2
(4.3)

Using the approximation shown in Equation 4.3, age variables are very easy to
implement, since the one-step transition probabilities are computable at runtime
needing at most two IRF evaluations. Unfortunately, the age representation
is sometimes not very efficient, since it uses one Markov chain state per time
step, which can lead to a vast state space explosion. However, Proxels work
perfectly for the uniform distribution and other distributions with finite support,
because they exactly reproduce the discretized distribution including jumps and
discontinuities in the probability density function (PDF).

Figure 4.1: Proxel (Age) Representation of Non-Markovian Distribution Function

What is Different for DPH? The parameters of a DPH (transition probabil-
ities ~p and initial probabilities ~a, Figure 4.2) cannot be calculated on the fly.
They have to be approximated as preprocessing step of the actual simulation us-
ing a fitting algorithm like the one described in the previous chapter. This takes
additional computation time depending on the properties of the non-Markovian
distribution and the order of the DPH. The number of phases is not directly
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determined by the discretization time step as in Proxels, but it can be cho-
sen according to other criteria like accuracy and speed. Therefore, fewer phases
(DTMC states) are needed to represent some distributions compared to age vari-
ables, for example Weibull or normal distributions and other infinite support
functions that have a relatively smooth behavior. One drawback of DPHs is that
they introduce an additional approximation error, which adds to the inherent
error made through the discretization. However, a trade-off between accuracy
and speed is possible; the more phases are used, the smaller the approximation
error, but the larger the runtime.

Figure 4.2: Discrete Phase Approximation of Non-Markovian Distribution Function

By using DPHs instead of age variables, DTMC states can be saved, which leads
to less state space explosion, and in consequence to shorter simulation runtime
and less memory requirement. An overall decrease in computation time can
be achieved, if the saved simulation runtime outweighs the time needed for the
DPH approximation. The following sections will show that an easy integration
of DPHs into the original Proxel-based simulation algorithm is possible, since
both age variables and DPH representations use DTMCs. This will speed up the
Proxel-based method and enable the simulation of larger models.

4.3 Redefining the Proxel to Include Phase
Transitions

In order to incorporate phase approximations into the Proxel-based algorithm,
first the definition of a Proxel (probability element) has to be extended. From
now on, the term Proxel refers to these probability elements as computational and
logical units, representing one DTMC state. The original Proxel definition can
be found in [26] and [47, p.31]. To include DPHs, a phase variable φ is introduced
as complement to the age variable τ . Equation 4.4 shows the new definition of
a Proxel. A probability element now contains the discrete model state dS and
age τ or phase number φ of the active or race age transitions as coordinates in
the expanded state space. It also includes the current point in simulation time t,
the route to this particular Proxel R and the probability of that combination p.
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As a convention and for ease of distinction and implementation the phases are
numbered backwards, so that phase 1 is always the last one and the only phase
where the current discrete model state can be left. Route R and simulation time
t are rarely explicitly included in practical implementations, t is usually global
and by omitting R, the reachable state space is reduced considerably.

P = (S,R, p) = ((dS, τ, φ, t), R, p) (4.4)

Adding phase variables to the structure of a Proxel does not increase the needed
storage space, since one age variable is replaced by one phase variable. The
precomputed phase parameters ~a and ~p have to be stored within the data struc-
ture describing the model. The 2n phase parameters replace the parameters of
the non-Markovian distribution being approximated. Therefore, approximating
a distribution through phases is also called replacing in this chapter. The thus
modified new Proxel is easy to handle during the Proxel processing, which will
be shown in the next section.

4.4 An Improved Algorithm Combining Proxels and
Phases

This section describes the necessary steps for adapting the original Proxel-based
simulation algorithm [47, p.38] to include DPHs. The modified algorithm is
shown in Appendix B.1 and further information on the algorithm and its elements
can be found in [38].

Throughout the remainder of this chapter, a transition described by a non-
Markovian distribution using DPHs is called a phase-type transition, and others
are called age transitions. The main algorithm modification has to be made in
the step of processing a Proxel, where a distinction has to be made between age
and phase-type transitions:

• For phase-type transitions, the transition probability into the next phase
of the DPH (the next Proxel) does not have to be computed, but is fixed
and stored with the transition data structure. Thereby, the transition
probability can be determined by reference to a variable and not by two
IRF function calls.

• When transitioning into a state where a new phase-type transition is ac-
tivated, the process can start in several phases at once (compare Section
3.2) and multiple Proxels might have to be generated. Therefore, a prepro-
cessing step for producing the next Proxels is introduced, where multiple
follow up Proxels are produced if necessary.
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• There is a probability to remain in the current phase of a DPH, and with
that a probability to remain in the current Proxel, which can not happen
when using age variables (see Figure 4.1).

• On the other hand, the discrete model state dS can only be left from the
last phase of the DPH with index 1.

Memory policies work for DPHs just as for age variables: the phase of race age
phase-type transitions is remembered if the transition is deactivated before firing,
for race enable transitions it is reset to 0. The changes in the algorithm could be
implemented successfully and the pseudo code of the modified algorithm along
with some more details can be found in Appendix B.1.

4.5 Guidelines How to Choose Between Proxels
and Phases

After showing how age variables and DPHs can be formally combined and an al-
gorithm processing both implemented, this section will elaborate on some guide-
lines, when DPHs should be used and when they will most likely not be efficient.
The question to answer is whether the runtime benefit of replacing age repre-
sentations by a DPH will outweigh the cost of the approximation of the DPH.
The influence of the different factors on this decision has already been described
in [53].

The main factors influencing the approximation time are the distribution with
its parameters and the discretization time step ∆t.

The possible decrease in simulation time to be achieved is not only determined
by the difference between the number of discretization time steps and number
of phases, but mainly by the discrete stochastic model that contains the non-
Markovian distribution. The number of concurrently activated transitions deter-
mines the actual lifetime of a discrete state, which is most of the time smaller
than the maximum support of one distribution [52]. Multiple concurrently ac-
tivated transitions reduce the actual state lifetime and the efficiency of phase
representations, since less DTMC states can be saved [53].

The structure of the state space, specifically the number of positions at which a
distribution is used in the model state space, is also important. The more places
one transition is used in, the more DTMC states can be saved, increasing the
efficiency of using a DPH representation. This factor, however, has not yet been
examined extensively.
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4.5.1 Rules Based on Distribution Parameters and Some
Model Characteristics

The decision factors to discriminate between DPHs and age variables describe
the distribution. The guidelines have been determined using the experimental
results described in Section 3.5. The relevant factors are the following (in this
order): distribution type, coefficient of variation and number of approximation
time steps. In every step of the decision process, distributions are eliminated
that should not be approximated using DPHs; the ones that pass all three criteria
should be replaced by DPH fits. The influence of the state lifetime on the decision
process is also described.

Distribution Type Finite support distribution functions like uniform and de-
terministic should not be approximated through DPHs, since an accurate rep-
resentation would require as many phases as states in the age representation.
The computation time for the fitting would produce additional overhead or a
large approximation error if fewer phases than time steps are used. Exponential
distributions are already Markovian and do not need to be approximated and
replaced. All other distributions can be further examined.

Coefficient of Variation The coefficient of variation cv (shape for Weibull) is
a measure for the relative variance of a distribution. A large cv needs less phases
to fit, which leads to a shorter approximation time, since there is a smaller or
non-existent zero-period at the beginning of the distribution (smaller Weibull
shape parameter analog), and vice versa (see Section 3.6.2). Below a cv of
0.2, the distribution has nearly limited support, and should therefore not be
approximated using phases. All distributions with a cv larger than 0.2 should be
considered further.

Number of Discretization Time Steps The more discrete steps a distribution
has (the smaller the discretization time step), the longer the approximation takes,
but also the more states can be saved compared to age variables. Between 10
and 5000 discrete distribution steps, it usually makes sense to use DPHs. Below
10, the benefit is too small; 10 DTMC states are already few. Above 5000
discrete distribution steps the approximation costs are unreasonably high, and
state space explosion has to be dealt with otherwise, maybe by considering a
larger discretization time step.
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State Lifetime The concept of the lifetime of a discrete model state was in-
troduced in [52, 53]. The actual maximum lifetime of a discrete state can be
much less compared to the maximum support of the statistical distributions
associated to the transitions leading from this state to the next model state.
Specifically, the lifetime of a discrete state is (much) less than the distributions
support, if (many) state changes are concurrently activated. This changes the
lower threshold parameter from the discretization time steps of the distribution
to the discretized lifetime. The lifetime should be above 10 discrete time steps
to be efficiently replaced by phases. The upper threshold does not need to be
modified, it only influences the time needed to compute the approximation and
therefore does not depend on the actual lifetime. The optimization algorithms
always fit the complete distribution.

These rules form a heuristic that is the basis for the decision between age variables
and phase-type distributions. They have been implemented in the PnP tool
described in Section 4.7 and are used to suggest to the user which distributions
should be replaced.

4.6 Experiment Showing Benefit and Error

This section documents an experiment showing the benefit of using age vari-
ables and DPHs in combination for state space-based simulation. The example
model is shown in Figure 4.3 and was chosen such that it contains transitions
that should be approximated using DPHs (normal and Weibull distributions)
and transitions for which age representation seems optimal (deterministic and
uniform distributions). The model is simulated using a discretization time step
of ∆t = 0.05 up to a maximum simulation time of 50. The described results are
largely taken from [35].

Figure 4.4 shows the transient solution of the above example model which was
computed using the original Proxel-based simulation algorithm. The transient
solution includes the probability of each discrete state of the model at any discrete
point in simulation time. Any relevant performance measures can be computed
from this solution, examples for performance measures of queuing systems are
given in Section 7.1.

In the first group of experiments (Phas1, Phas2, Phas3 ) all four distributions
were approximated through DPHs of different order (four, eight, sixteen). In the
second group of experiments (PnP1, PnP2, PnP3 ) the Weibull and normal dis-
tributions were approximated using DPHs of different order (four, eight, sixteen),
and the deterministic and uniform transitions were left as age representations.
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Figure 4.3: Example Stochastic Petri Net with Three States

Figure 4.4: Proxel-Based Transient Solution of Example SPN

The experiments showed differences in complexity, but also in the result quality,
which will be explained in the next two sections.

4.6.1 Differences in Runtime and Memory Requirement

Table 4.1 summarizes the runtime and memory complexity results of the exper-
iments. The column ’# Proxels’ refers to the total number of Proxels (com-
putational units) generated during the simulation, which is a measure of the
complexity of the algorithm. The ’Total Time’ is the sum of the actual runtime
of the simulation algorithm (’Sim-Time’) and the time needed to obtain DPH
approximations for the different distributions (’Approx-Time’).

The table shows that when using DPHs of low order, the simulation time itself
is greatly reduced to about 1/100 compared to only using age representations,
because the total number of Proxels generated decreases when the number of
DTMC states representing the non-Markovian distributions is reduced from 100
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# Proxels Total Time Sim-Time Approx-Time

Prox 7, 444, 205 27.469 27.469 −
Phas1 35, 818 0.078 0.062 0.016

Phas2 134, 499 0.421 0.250 0.171

Phas3 515, 070 5.337 1.172 4.165

PnP1 1, 205, 571 3.141 3.125 0.016

PnP2 1, 840, 502 5.749 5.640 0.109

PnP3 2, 767, 590 14.594 10.594 4.000

Table 4.1: Runtime and Memory Complexity Experiment Results when Comparing Age
Variables, DPH and their Combination

or more to just four. When the number of phases is doubled in the Phas exper-
iments, the number of Proxels generated roughly quadruples, because in two of
the three discrete states of the model, two phase variables have to be remem-
bered, which results in a two dimensional matrix-like state space. In the PnP
experiments, the doubling of the phase number results not even in twice the
number of Proxels generated. The simulation time seems to exhibit a similar
behavior, at least for the jump from four to eight phases.

When using DPHs of order eight or more, the fitting takes longer, because the
approximation of larger DPHs takes longer to calculate (see Section 3.5.4). An
exception to that rule is the approximation by a chain that has as many phases,
as the discretized distributions has time steps. The fitting algorithm correctly
initializes the solution, and the actual computation time is reduced to zero.
However, this trivial case was not considered, since using the same number of
phases as time steps in the age representation, does not reduce the state space,
and thus would not reduce the simulation time.

The behavior observed is as expected: the inclusion of DPH into the Proxel-based
simulation algorithm reduces the simulation runtime, and the approximation
time is not too large for the given distributions.

4.6.2 Differences in Results

Besides the difference in complexity, there is also a difference in result quality,
when comparing the experiments. This is due to the approximation error that a
DPH has in comparison to an age representation. Accuracy cannot be gained by
approximating an already discretized distribution. The largest error of almost
one was produced when trying to approximate the deterministic distribution
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function using only four phases, the smallest one with the normal distribution
and sixteen phases, 1.16E − 05. The error was smaller for larger phase numbers
and the smoother distribution functions.

Figure 4.5: Phase-Based (left) and Proxel- & Phase-Based (right) Transient Solution of
Example SPN with four Phases

Figure 4.6: Phase-Based (left) and Proxel- & Phase-Based (right) Transient Solution of
Example SPN with eight Phases

Figure 4.7: Phase-Based (left) and Proxel- & Phase-Based (right) Transient Solution of
Example SPN with sixteen Phases

The steady state solution of the Prox experiment was taken as a reference, be-
cause this represents the most accurate results one can achieve with the given
time step and maximum simulation time. The steady state solution for the three
states (A, B and C) was accurately reproduced by four experiments. The two
experiments using only four phases for the approximations differed slightly in
their results, but only in the third digit.
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The transient solution of the model, however, differentiated quite well between
the different experiments. Taking the characteristic behavior of the model shown
in Figure 4.4 as a reference, it is obvious that using only four phases for all Petri
net transitions does not reproduce the behavior, but using only four phases for
the two infinite support distribution functions results in a much more accurate
picture (see Figure 4.5). When using approximations of order eight for all tran-
sitions, the results are still less accurate, then when using eight phases only for
the two selected distributions (Figure 4.6). Using sixteen phases for the ap-
proximations further enhances the quality of the transient solution, where the
combination of age variables and DPHs is again better than just DPHs (Figure
4.7).

4.6.3 Evaluating Experimental Results of the Combined
Algorithm

The experiment shows that in some cases the combination of age variables and
DPHs can be more efficient than either DTMC representation method alone.
Combining the criteria result quality and computation costs (memory require-
ment) leads to a more meaningful distinction between the tested options.

Classical Proxel-based simulation can take a long time to converge to a steady
state, but it is as accurate as the discretization time step allows. Introducing
DPH approximations for some transitions makes sense, since it reduces the state
space explosion, but it also introduces an additional error and approximation
costs.

In our experiments, good steady state solutions can already be achieved when
replacing a transition with a small number of phases. If a good transient solution
is required, more phases are needed in order to represent the distribution shape
accurately, and some distributions should not be replaced by DPH approxima-
tions.

Figure 4.8 shows the transient solution of the example system from Figure 4.3
when replacing the normal distribution with a DPH of order 10 and the Weibull
distribution with a DPH of order sixteen, as the program heuristic suggests. The
overall computation time needed is 9.807 seconds (9.328 seconds of simulation
time and 0.469 seconds of approximation time) with 2, 762, 189 Proxels being
generated in total. When comparing this to the Prox solution in Table 4.1, a
comparable accuracy could be achieved by only using one third of the computa-
tion time.

In general it can be said that by using the guidelines described in Section 4.5.1
(which transitions to replace and which ones not) the user can faster get equally
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Figure 4.8: Age- & Phase-Based Transient Solution of Example SPN

accurate results when age variables and DPHs are combined. This makes the
combined PnP algorithm more efficient than the original Proxel-based simula-
tion and now larger models can be simulated using state space-based methods.
This shows that the goals specified in Section 4.1 have been reached. The fol-
lowing section will show a graphical user interface, which makes the usage of the
developed algorithm easier.

4.7 A Simulation Tool Combining Proxels and
Phases

The previous sections show that the original Proxel-based simulation algorithm
can be improved by the inclusion of DPHs. In order to make use of this im-
provement, a comprehensive graphical user interface needs to be devised that
enables less experienced users to perform state-space based simulations. The
requirements for such a user interface are the following:

• The user needs an easy way to input a user model representing a discrete
stochastic system in a form known to him.

• The next step is a guided or automatic process to replace non-Markovian
distributions with DPH approximations where it seems useful. This process
involves computing the approximation and including it in the user model
representation for simulation.

• The final part of the program and interface needs to be dedicated to the ac-
tual simulation of the model and afterward to the analysis and presentation
of results.

The next sections show the parts of the developed PnP tool and interface that
fulfill the stated requirements. More elaborate information can be found in [35].
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4.7.1 Model Input via Reachability Graph

The current input format of the PnP tool is a reachability graph, which already
represents the model state space with its transitions specified as well-known
statistical distributions with their parameters. This is no general restriction of
the described algorithm, but a decision purely made for ease of implementation.
The reachability graph in Figure 4.9 shows the state space of the Petri net from
Figure 4.3 examined in [38], which was also used for the tool screen shots in this
section.

Figure 4.9: Reachability Graph of the Example Petri Net

An alternative method of model input currently under development is a graphical
editor for stochastic Petri nets (SPN), which can be coupled with this simulation
tool. Besides making the modeling easier through a graphical interface, using
SPNs also increases the modeling capability of the tool. After model input, the
user decides on a simulation time step and a maximum simulation time. If no
DPHs are needed, the user can start the simulation tool right away, which would
then perform a classical Proxel-based simulation of the model.

4.7.2 Approximating and Replacing General Distributions

After the model and simulation parameters are specified, the replacement process
can start. To aid inexperienced users, the PnP tool makes a suggestion which
distributions should be replaced, and which ones not. These suggestions are
based on the guidelines described in Section 4.5 (see Figure 4.10 (left)). The
suggested distributions can be automatically approximated in a bulk, relieving
the user from the internals of the optimization. The transitions approximated
through DPHs can also be reverted to their original distributions, which are
backed up in the transitions data structure (Figure 4.10 (right)).

The DPHs can also be computed interactively through dialogs, enabling the user
to reach a certain accuracy level. An easy interface provides minimal interaction
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Figure 4.10: Dialog for Replacing Non-Markovian Distributions in the Proxel- and Phase-
Based Simulation Tool

by enabling the user to change the number of phases used and the approximation
method (see Figure 4.11 (left)).

Figure 4.11: Easy and Advanced DPH Approximation Interfaces for Non-Markovian Dis-
tributions

By using the advanced interface (Figure 4.11 (right)), the user can manipulate
more approximation parameters and even change the parameters of the opti-
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mization methods, if desired through the interface shown in Figure 4.12. The
meaning and influence of the different parameters has been elaborated in [34].

Figure 4.12: Dialog for Changing DPH Approximation Method Parameters

When using the interactive approximation interfaces, the user also receives a
visual representation of the computed approximation in relation to the original
distribution (Figure 4.13). Otherwise he has to rely on the tool’s choice for the
phase number and approximation method parameters.

Figure 4.13: Example Result Graph of the Approximation of a Non-Markovian Distribution

4.7.3 Model Analysis and Graphical Results

A model specified through a reachability graph with statistical distributions and
DPH transitions can now be simulated using the PnP algorithm described in
Section B.1. After the necessary computation time has elapsed, the user can
display the results in a graph showing the transient probabilities of the discrete
model states as in Figure 4.14. The results are also exported into a text file
of generic format for further use and analysis using other tools. The user can
also access statistics such as the computation time needed and the number of
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Proxels generated. After examining the results, a resetting of the simulation
is possible for example for a tuning of parameters or testing of different DPH
representations.

Figure 4.14: Example Transient Solution Graph of a Proxel- and Phase-Based Simulation

The described PnP tool is a consistent tool with input, simulation component
and result output. It enables an easier and partly automated use of the PnP al-
gorithm, including the approximation of non-Markovian distributions. Through
the implementation of guidelines for the replacement of transitions, inexperienced
users can gain maximum benefit from the combination of the two DTMC repre-
sentations without having to understand the details of the decision process.

4.8 Conclusion & Relevance

This chapter describes how DPHs can be integrated into the Proxel-based simu-
lation algorithm theoretically and practically. Guidelines are given when to use
DPHs or age variables as DTMC representation of a non-Markovian distribution.
These rules help to estimate the necessary approximation time of a distribution
and weigh it against the possible decrease in simulation time by saving DTMC
states. The overall benefit in simulation time and memory usage that can be
gained when both age variables and DPHs are used as alternatives is also shown.
The goals defined in Section 4.1 have thus been reached.

In the second part of the chapter, a tool is presented that combines Proxel-
and phase-based simulation with DPHs fitting, and aids the user in the decision
and approximation process. This makes the usage of age variables and DPHs
practical, because only through a comprehensive interface can the user gain the
most from using the proposed method.

In conclusion, it can be said that DPHs, as an efficient method of replacing non-
Markovian transitions by DTMC segments, have been successfully included in a
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state space-based simulation method. The combined PnP algorithm is more use-
ful than the original Proxel-based simulation algorithm, because the problem of
state space explosion can be dampened. By making this state space-based algo-
rithm faster and better applicable to larger models, more practical problems can
be solved, and state-space based simulation in general becomes more feasible.
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5
A Multi-Level Algorithm for the

Steady State Solution of Markov
Chains

5.1 Introduction - Fast Steady State Solution of
DTMCs

Any finite discrete stochastic model can be turned into a discrete-time Markov
chain (DTMC), more or less accurately and efficiently. If the model contains
non-Markovian distributions, either Proxels or discrete phase-type distributions
(DPH) can be used to turn them into DTMC segments, DPHs even with ad-
justable accuracy (see Chapter 3). The DTMCs resulting from this process can
get quite large, due to state space explosion.

DTMCs in general can be directly solved by numerical methods resulting in
steady state and transient solutions. In comparison to the simulation of the
original discrete stochastic model, numerical solution methods can be slow, but
they give reliable, mathematically accurate answers. In some application fields
like the reliability and safety analysis of critical systems (brakes of a car, nuclear
power plants), accuracy is much more important than a short runtime.

In this chapter, the steady state solution of a model is of interest, not the transient
one. The steady state solution of a DTMC is usually computed iteratively using
the Power method or Gauss-Seidel (GS) [15, 70]. These algorithms can take
a long time until they converge to a steady state, especially when the DTMC
is very large or stiff, as for example in nearly-completely decomposable (NCD)
Markov chains (see Section 2.3.1). The main problem of these solution methods
is that the number of necessary iterations until convergence is not just dependent
on the problem size, but also on the chain parameterization. NCD chains take
much more time to solve than ’normal’ Markov chains of the same size.
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An optimal algorithm for the steady state solution of DTMCs would have the
following property: the number of necessary solution iterations until convergence
is independent of the problem parameterization, if possible even independent of
the problem size.

The Multi-Level solution algorithm for continuous-time Markov chains (CTMC)
introduced in [29, 54] was developed for the fast steady state solution of
continuous-time NCD Markov chains. The algorithm has undergone successive
refinements [45,31]. The ML algorithm was very successful in reducing the stiff-
ness problem for CTMCs that occurs when applying GS. As a result, the number
of solution iterations is almost independent of problem parameterization. The
similarities of DTMCs and CTMCs and the problems of the available iterative
solution algorithms suggest that the Multi-Level approach can also be used for
the steady state solution of DTMCs.

Therefore, the goal of this chapter is to show that the CTMC Multi-Level algo-
rithm can be applied to DTMCs, and to prove the runtime advantages compared
to Power and GS. If similar runtime reductions can be achieved for DTMCs
as for CTMCs, then the result is an efficient steady state solution algorithm
for finite DTMCs. This would provide practitioners who need accurate steady
state results for discrete stochastic models with the following efficient solution
method: starting from the user model, they can create the DTMC as com-
putational model using DPHs and solve it using the Multi-Level algorithm for
DTMCs. The method described in this chapter was introduced by the author
in [36].

5.2 The Existing Multi-Level Method for the
Steady State Solution of CTMCs

Two widely used iterative steady state solution algorithms for CTMCs are GS
and successive over-relaxation (SOR). The problem of these is that for stiff
Markov chains many iterations are needed to converge to steady state. Stiff
CTMCs are characterized by relatively small transition rates in the neighbor-
hood of relatively large transition rates. Thus, probability takes a long time to
flow between the nodes with relatively weak connections. GS and SOR quickly
smooth the relationship of the probabilities of strongly connected nodes, but it
takes a large number of iterations to smooth the relationship of weakly connected
nodes.

The idea of the Multi-Level algorithm has been taken from Algebraic Multi-Grid
methods, which eliminate a similar stiffness problem of solution methods for
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systems of differential equations. These equations are derived where meshes of
physical surface points influence each other and where the solutions have to be
computed iteratively. The methods are based on building and solving a hierarchy
of ever-coarser grids, making the solution much faster than iterations solely on
the finest one. The relevant details of the Multi-Level algorithm are described in
the following sections, more detailed information can be found in [29,54,32].

5.2.1 Idea of the Original CTMC Multi-Level Algorithm

The Multi-Level CTMC solution algorithm was initially developed for NCD
CTMCs and described in [29, 54]. Through successive coarsening of the ini-
tial Markov chain, it builds a hierarchy of Markov chains, reducing the number
of nodes on each level. Strongly connected nodes (with relatively large transition
rates) are combined, turning weak connections from finer levels into relatively
strong connections on coarser levels. These now strongly connected nodes can be
smoothed with fewer iterations, eliminating the disadvantage of GS. The solu-
tion algorithm then consists of traversing up and down the hierarchy of Markov
chains, solving them simultaneously on all levels. The solutions are propagated
between the levels by the operations restriction and prolongation (see Figure
5.1). Some GS or SOR iterations on each level are used to smooth strongly con-
nected nodes and then the solutions are combined and propagated. The algo-
rithm solves CTMCs very efficiently, also because refinements of the aggregation
strategy made it suitable for various Markov chain structures [45,31].

Figure 5.1: Solution Propagation between the Markov Chains on the Different Levels of
Detail
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5.2.2 Successive Refinements of the Aggregation Strategy

The main part of the Multi-Level algorithm is the aggregation strategy, which
determines the nodes that should be combined or left separate in each coarsening
step. This is also the part of the algorithm that has changed most since its initial
development:

• In the original algorithm from [29], every two nodes were combined ac-
cording to their order. This was very easy to implement and regulates the
node reduction per level. The strategy sped up the solution algorithm,
but the reduction in runtime was not very high or predictable, because the
structure of the chains was not taken into account.

• In [54], the fine nodes were combined with one or two of their neighbors
according to strong connections, taking the chain structure into account.
This ML strategy worked well for NCD chains, considerably speeding up
the algorithms convergence. Unfortunately, for Markov chains with similar
or almost identical transition rates, the aggregation was still not optimal.

• In [45], the idea was introduced to split a node between two neighbors
(Ext), if they were connected equally strongly. This change increased the
efficiency of the algorithm for Markov chains with similar transition rates,
while at the same time retaining the good convergence behavior for NCD
chains. However, the aggregation only worked optimal for specific extreme
cases. More heterogeneous Markov chains were not treated as efficiently as
possible.

• Another aggregation strategy was developed by the author in [31] (New),
which takes the overall structure of a CTMC into account. It first identifies
groups of strongly connected nodes and then combines them regardless of
their neighborhood, also splitting nodes where appropriate. This strategy
efficiently exploits the structure of a chain and worked well for most tested
chains, not just for some special cases. In [31], the order of the nodes
influences the relevance of the edges connecting them, since Gauss-Seidel
is sensitive to the node order. Therefore, a sorting step was introduced: if
the number of relevant edges falls below a threshold, the nodes are sorted
according to the Gauss-Seidel processing order, so that more nodes can be
aggregated.

Each of the algorithm refinements made it possible to solve more classes of
CTMCs efficiently with the Multi-Level approach, making the idea better ap-
plicable to real world problems. The latest aggregation strategy is also the most
effective one, retaining the abilities of the previous ones.
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5.2.3 Elements of the CTMC Multi-Level Algorithm

The Multi-Level algorithm as described in detail in [32] consists of several ele-
ments or distinct parts. The following elements make up the CTMC Multi-Level
algorithm:

1. The smoothing methods used in the ML-CTMC solution algorithms are GS
and SOR.

2. The so-called restriction and prolongation operations propagate the solu-
tions of the Markov chains up and down the hierarchy. Restriction converts
a fine solution vector into a coarser one; prolongation uses a coarse solution
vector to modify the node probabilities on the finer level.

3. The relevant edges connect the nodes that should be combined on a coarser
level. A relevant edge is a strong connection (compared to those in the
neighborhood) between two nodes that runs in GS processing order.

4. The different aggregation strategies were described in Section 5.2.2.

5. The sorting algorithm increases the number of nodes that are combined in
one coarsening step. The nodes are sorted according to the GS processing
order.

Each of these algorithm elements has to be treated separately when adapting it
for DTMCs. How this adaptation was carried out and whether it was successful,
is documented in the following sections.

5.3 Adapting the ML-CTMC to Discrete-Time
Markov Chains

This section describes the adaptation of the Multi-Level CTMC solution algo-
rithm from [32] with its various aggregation strategies [54,45,31,29] to DTMCs.
The adaptation of the algorithm elements and the achieved runtime improve-
ments have already been described by the author in [36].

5.3.1 DTMCs and CTMCs - Motivation for the Adaptation of
the Algorithm

Why should one try to apply the CTMC Multi-Level idea to DTMCs? A CTMC
and its generator matrix Q can be easily transferred into a DTMC. After choosing
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an appropriate discretization time step, the following formula can be used to
obtain the one-step transition probability matrix P :

P = ∆t ∗Q+ I (5.1)

In general CTMCs and DTMCs are very similar. Both are computational models
representing the state spaces of discrete stochastic models. Just the flow of
probability works differently, stepwise in a DTMC as opposed to fluidly in a
CTMC. The common steady state solution methods Power for DTMCs and GS
for CTMCs can get very expensive for NCD Markov chains, since both algorithms
smooth strongly connected nodes faster than weakly connected ones. GS is even
applicable to both DTMC and CTMC steady state solution.

Therefore, we are convinced that the Multi-Level idea and algorithm elements
as well as the good results should be translatable from CTMCs to DTMCs.

5.3.2 Adapting the Algorithms Elements

This section shows two possibilities how the Multi-Level algorithm and its ele-
ments described in 5.2.3 can be modified for DTMC application.

The first and easiest possibility to transfer the algorithm is the interpretation of
a DTMC as a CTMC and the use ofGS as the solution algorithm. The generator
matrix is obtained by subtracting the identity matrix from the transition matrix
Q = P − I. The resulting CTMC should have the same exact steady state
solution as the DTMC, if there exists one at all, which is the case for small
enough discretization time steps. If the DTMC has no steady state solution, the
model discretization time step has to be corrected, if possible. If this transfer
strategy is chosen, no changes in the algorithm are necessary, since it is again
applied to a CTMC.

The second possibility involves taking the Power method for smoothing, since it is
the standard solution method for DTMCs. This makes the following adaptations
of the Multi-Level algorithm elements necessary.

1. The smoothing step on each level is performed using the Power method.

2. The CTMC restriction and prolongation formulas can be used for DTMCs
as well. The probabilities in the transition matrix have to be scaled up
from the finer level to the coarser level to gain an advantage, since the
Power method is susceptible to small absolute transition values, but not to
small relative rates as GS.
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3. The processing order is of no relevance for the convergence of the Power
method, thus, only the strength of connection determines the relevant
edges.

4. Adapting the aggregation strategies ML [54] and Ext [45] is easily possible,
since they only depend on thresholds and connection strength, and they
can be directly transferred to DTMCs. Adapting the strategy New [32]
was possible by taking out all references to the node order.

5. A sorting algorithm is not necessary or useful for the DTMC solution, since
the node order does not influence the algorithm convergence or definition
of relevant edges.

The conclusion is that a GS-based Multi-Level algorithm works just the same for
DTMCs as for CTMCs. The transfer of the algorithm using the Power method
for smoothing was possible with a few restrictions: transition probabilities have
to be scaled when coarsening the chain and node order does not make a difference
and cannot influence the aggregation strategy. Both approaches will be tested
in the following section and compared regarding their runtime.

5.3.3 Experiments Determining the Optimal Strategy for
DTMCs

The experiments in this section compare the different standard and Multi-Level
solution methods available for the DTMC solution. The performance measures
used are the number of floating point operations (FLOPs) and the number of
solution iterations until convergence. One solution iteration of GS or Power in-
volves recalculating the probability vector of the whole chain once. One solution
iteration of the Multi-Level algorithm involves traversing up and down the hier-
archy of the different chains once, recalculating the probability vector on each
level. The computations were considered to have converged when the error in the
initial parameterization had been reduced by a factor of 1e−6. The experiments
and results described here can also be found in [36].

Experiment 1 The first experiment compares the Power method and the Multi-
Level algorithm using Power for smoothing. The one-dimensional NCD chain
shown in Figure 5.2 is used to demonstrate the algorithms properties. The ε
value connecting the two chain segments is varied between 0.1 and 0.000001.

The number of FLOPs and solution iterations for each of the different ε values
is shown in Table 5.1. ML stands for the Multi-Level algorithm using Power for
smoothing and Power stands for the original power solution method.
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Figure 5.2: Simple One-Dimensional NCD Markov Chain

ε ML-Iterations ML-FLOPs Power-Iterations Power-FLOPs
0.1 8 138, 017 346 63, 789
0.01 6 103, 723 1, 827 336, 293
0.001 6 103, 723 13, 549 2, 493, 141
0.0001 6 103, 723 96, 478 17, 752, 077
0.00001 6 103, 723 581, 326 106, 964, 109
0.000001 6 103, 723 1, 983, 983 365, 052, 997

Table 5.1: Number of Needed Iterations and FLOPs for Different ε and Different Methods

As expected, ML-Power is much faster than Power. Neither the number of
necessary solution iterations nor the FLOPs necessary until convergence increases
when the connection between the two chain segments becomes weaker (decreasing
ε). The Power method, on the other hand, is very susceptible to this small change
in the chain’s parameterization. The computation cost grows by almost one order
of magnitude for each reduction of ε. This can be considered a full success of the
Multi-Level algorithm for DTMCs and encourages further research.

Experiment 2 The second set of experiments compares the original Power and
SOR methods with Multi-Level algorithms using Power (ML-Power) and GS
(ML-GS) as smoothing methods. The Multi-Level methods were combined with
the three different available aggregation strategies ML, Ext and New (see Sec-
tion 5.2.2). The example chains used have the two distinct structures shown in
Figure 5.3: (left) one-dimensional DTMCs with identical transition probabilities
of 0.4 between the neighboring nodes and (right) grid-like DTMCs with strong
connections in horizontal direction and weak ones in vertical direction.

Figure 5.4 shows the number of FLOPs needed for the different algorithms and
one-dimensional DTMCs of different size. All of the methods suffer an increase
in computation costs when the chain length is increased from 100 up to 50, 000
nodes. Power and GS are by far the most expensive methods. The Multi-
Level methods using Power for smoothing all need about the same number of
FLOPs for these test chains, which is also comparable to the costs of the original
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Figure 5.3: One-Dimensional Markov Chain with Identical Transition Probabilities (left)
and Grid-Like NCD Markov Chain (right)

Multi-Level aggregation strategy and GS combination (ML-GS ). The two Multi-
Level methods using splitting of nodes and GS for smoothing are by far the most
efficient ones with computation costs several orders of magnitude below the other
algorithms. In Figure 5.5 it can be seen that only these two algorithms exhibit a
constant number of solution iterations for DTMCs of different size, which is the
optimal behavior that can be achieved. All other Multi-Level methods need an
initially larger and slightly increasing number of solution iterations with growing
problem size.

Figure 5.4: Number of Floating Point Operations for One-Dimensional DTMCs of Differ-
ent Size (Logarithmic Scaling)

Figure 5.6 shows the development of the number of FLOPs until algorithm con-
vergence for the grid-like DTMCs. Here again, the original Power and GS meth-
ods show the highest computation costs. Comparing Power and GS as smoothing
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Figure 5.5: Number of Iterations for One-Dimensional DTMCs of Different Size

methods for the same aggregation strategy shows that GS is always more effi-
cient. The combination of GS for smoothing and the New aggregation strategy
show the best performance. The other two aggregation strategies in combination
with GS are not as efficient. The reason for this behavior is that the New aggre-
gation strategy was developed in particular for grid-like Markov chains. This also
results in a constant number of iterations regardless of the grid size only for the
combination GS for smoothing and New aggregation strategy (see Figure 5.7).
All other Multi-Level algorithm configurations show an increase in the number
of iterations needed until convergence, which is related to the problem size.

The experiments show that the different Multi-Level algorithm configurations
performed better than the original iterative algorithms. GS was more efficient as
smoothing method than the Power method. This is due to the generally better
convergence behavior of GS. The New aggregation strategy was better than the
other two. The combination New aggregation strategy and GS for smoothing
was by far the most predictable and efficient method tested. In the experiments,
only this algorithm configuration exhibited a constant number of Multi-Level
iterations, which was independent not only of chain parameterization, but also
of chain size for the tested DTMC structures.
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Figure 5.6: Number of Floating Point Operations for Grid-Like DTMCs of Different Size
(Logarithmic Scaling)

Figure 5.7: Number of Iterations for Grid-Like DTMCs of Different Size

5.3.4 Evaluation of the New Algorithm

The conclusion from the previous sections is that the Multi-Level approach could
be successfully transferred from CTMCs to DTMCs. Interpreting a DTMC as
a CTMC and then solving it with the New aggregation strategy and GS for
smoothing works better than using the Power method for smoothing and adapt-
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ing the Multi-Level algorithm. Using the New aggregation strategy and GS for
smoothing, the number of iterations needed for a problem solution only depends
on the problem size, not on the problem parameterization, which was the de-
sired behavior. The experiment results show the same behavior that has been
observed for CTMCs in [31, 32], which is not surprising, since the DTMCs are
simply interpreted as CTMCs and then solved. The Multi-Level algorithm is
more efficient than usual iterative solution methods GS and Power.

5.4 Experiments with Expanded Finite Model State
Spaces

This section describes a series of experiments that applies the Multi-Level DTMC
solution algorithm to real model state spaces and compares it to the Proxel- and
phase-based simulation (PnP) algorithm. The example used as user model is the
stochastic Petri net (SPN) representing a fast food restaurant shown in Figure
5.8 (left). The restaurant has two types of customers that arrive in separate
queues and are served by separate servers. Each server also serves the other
kind of customers if none of its own customers is waiting. The inter-arrival
times of the customers are exponentially distributed, and the service time have
non-Markovian distributions. The reduced state space of the fast food restaurant
(only containing tangible markings) with a restriction to at most two cars and five
people in the systems is shown in Figure 5.8 (right). To test different state space
sizes, the configuration of the SPN was changed by modifying the maximum
queue length and the service process distributions. More information on the
experiment results using the PnP method can be found in [35].

The expanded state space of the SPN was created by replacing the two non-
Markovian service time distributions (transitions SP and SC in Figure 5.8) by
DPH approximations and building the DTMC of the resulting computational
model. All approximations only took a fraction of a second to compute, making
them irrelevant for the comparison. This DTMC was then solved by using four
different methods: Power, SOR, and the Multi-Level algorithm using Power
or GS for smoothing. The runtime of the DTMC solution algorithms plotted
against the different state space sizes is depicted in Figure 5.9. The Multi-Level
algorithm using GS for smoothing is again the most efficient algorithm and the
Power method shows the most pronounced increase in computation time with
increasing state space size. Here, we only concentrated on the comparison to the
Multi-Level solution algorithm.

In order to compare these results to the Proxel algorithm, the same model was
first modified by again replacing the non-Markovian distributions by DPHs and
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Figure 5.8: Stochastic Petri Net (left) and State Space (right) of Fast Food Example

Figure 5.9: Runtime Development of DTMC Solution Algorithms with Increasing Size of
Real Model State Spaces

running the solution algorithm until convergence to steady state. Figure 5.10
(left) shows the necessary runtime until convergence for the PnP algorithm and
the Multi-Level algorithm using GS for smoothing. The Multi-Level algorithm is
much more efficient, because it is only tuned to compute the steady state solution,
whereas Proxels also compute the transient solution of the model. Figure 5.10
shows the steady state probabilities of the discrete system states (People;Cars in
system) computed by the two methods for the SPN shown in Figure 5.8 (left).
They are virtually similar, the largest difference in the steady state probabilities
has a size of about 8e−7, which is only due to the chosen computation accuracy
of the two methods.

This experiment shows that the steady state solution of discrete stochastic models
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Figure 5.10: Runtime Development (left, Logarithmic Scaling) and Steady State Solutions
(right) of ML-DTMC Algorithms and Proxel Simulation with Increasing Size of Real Model
State Spaces

can be computed accurately, feasibly and efficiently using DPHs and a Multi-
Level DTMC solution algorithm, if the state space of the model is finite. The
method is even more efficient than using the PnP algorithm, since ML-DTMC
solution is only tuned to steady state solution.

5.5 Conclusion & Significance

This chapter shows that the direct steady state solution of DTMCs is feasible.
If they can be easily created from a discrete stochastic model, the steady state
solution of that model can be computed without simulation. The existing Multi-
Level algorithm from CTMCs as presented in [29,32] was successfully adapted to
DTMCs. The resulting algorithm shows optimal performance for certain chain
structures, which means a constant number of iterations independent of the prob-
lem parameterization and for special cases, even of the problem size. Though,
the cost of one Multi-Level iteration is still dependent on the size of the problem,
but not on the problem parameterization.

If a discrete stochastic model can be turned into a finite DTMC using DPHs
(see Chapter 3) and the steady state solution is needed, then it can be efficiently
solved by using the method described in this chapter.

Compared to Proxel- and phase-based simulation (see Chapter 4) the algorithm
presented here can only processes models with a finite state space, but it is much
more efficient, since it is tuned to the steady state solution. Therefore, much
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larger state spaces than before can feasibly be solved, making the fast steady
state model solution practical.
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6
Using Proxels and Phases for the

Analysis of Hidden Non-Markovian
Models

6.1 Introduction

Discrete stochastic systems might not always be directly observable. Sometimes
one can only observe them through their interaction with the environment. Some
examples of so-called hidden systems with observable output are the following:

• Historical temperature recordings as the observable indicators of the un-
documented weather conditions.

• Visible and measurable symptoms of a patient’s unclear health status.

• A car failure protocol as an indicator of possible defects, which could only
be pinpointed by taking the motor apart.

• Oral speech and visual patterns as representation of their intended mean-
ing.

These examples already show that one cannot always easily assign an observable
output to a specific system behavior or state, but that this relationship is gov-
erned by uncertainties and probabilities. This makes the modeling and analysis
of the exact behavior of a system difficult, if not impossible, with stochastic Petri
nets (SPN) or other modeling techniques common in simulation.

Hidden Markov models (HMM) are a modeling paradigm with the capability to
model and analyze partially observable systems. They also present a practical
application of discrete-time Markov chains (DTMC). The main application area
of HMMs is speech and pattern recognition [40, 41]. However, the limitation
to DTMCs implies that the hidden model is memoryless, and therefore not very
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realistic in many cases. Recently, HMMs were successfully applied to the analysis
of rating migration of banks’ business customers [42]. These estimate the current
and future economic reliability of companies.

Discrete stochastic models such as SPNs (see Section 2.2) can represent more
realistic systems containing time-dependent processes. However, these modeling
paradigms always assume that the system is observable as a whole, so that it
can be mapped to a fully specified user model.

6.1.1 New Idea - Expanding HMM to Non-Markovian
Models

The idea is now that using an SPN as the hidden model instead of a DTMC
will increase the realism of the entire model. On the other hand, this will enable
the modeling and analysis of SPNs which are only partially observable. In our
opinion, a combined paradigm of hidden non-Markovian models (HnMM) will
have more capabilities than SPNs or HMMs alone. This might also lead to
exciting new application areas outside of speech recognition, such as the examples
mentioned above.

The usual HMM analysis mechanisms (described in [61]) are based on path anal-
ysis. This is similar to Proxel-based simulation, which tracks the path or flow of
the probability through the complete reachable model state space. In [51], per-
formability analysis by using Proxels was described. The rewards of the states
and transitions used there show resemblances to the symbol output of an HMM.
These similarities suggest that the Proxel-based simulation algorithm has the
abilities to analyze SPNs with the methods of HMMs.

The goal of this chapter is to show the following:

• Proxel-based simulation can be used to analyze output paths of SPNs sim-
ilar to HMMs, but for more realistic models.

• Discrete phase-type distributions (DPH) can be used to train hidden non-
Markovian models.

• The extension to HnMMs might be of use to simulation practitioners. The
chapter points out the challenges that are faced and the changes that have
to be made in the HMM formalism to exploit the new modeling and analysis
power.

In our opinion, HnMMs are not just another application area of state space-
based methods, but represent a completely new topic, where Proxels and discrete
phase-type distributions (DPH) are just possible solution methods.
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6.2 Classical Theory and Applications of Hidden
Markov Models

This section will give an overview of HMMs, the related training and solution
algorithms and some applications. Most of the material here can be found in
[61], which represents the state of the art in classical HMM theory and speech
recognition. However, HMMs have first been defined and investigated in some
works by Baum and colleagues [4, 5, 6, 7]. The section contains the definition of
classical HMM and corresponding solution approaches to three basic problems:
evaluation, decoding and training, each having different practical applications in
speech recognition. Features and drawbacks of the methods are pointed out just
as far as they are necessary to understand the usage and advantages of Proxels
and DPHs in their application to HnMMs.

6.2.1 Definition of Hidden Markov Models

An HMM is a doubly stochastic process that is sometimes also called a signal
model [61]. The internal/hidden process is a DTMC that emits signals in every
step according to given probabilities that characterizes the second stochastic
process. An HMM can be formally described by a 5-tuple (S, V,A,B,Π):

• S = {s1 . . . sN} is the set of DTMC states

• V = {v1 . . . vM} is the set of output symbols

• A = {aij}N×N is the transition probability matrix of the hidden DTMC

• Π = {πi}N is the initial probability vector of the hidden DTMC

• B = {bi(k)}N contains the symbol output probabilities

Two other important constructs are a series of DTMC states Q = {q1 . . . qT}
(also called a state sequence) and a corresponding sequence of output symbols
O = {o1 . . . oT} of the same length (also called a trace).

The 3-tuple λ = (A,B,Π) is also called the model, since the choice of these HMM
components determines the behavior of the system, regardless of the naming of
the states and output symbols.

HMM Urn and Ball Example The example HMM in Figure 6.1 shows an
instance of the urn and ball model from [61]. The assumption is that there are two
urns in a closed room with each a different number of balls from the three possible
colors Red, Green and Blue. Someone in the room chooses the urns according to a
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decision process described by the hidden DTMC and then draws a ball and shows
it to the observer outside of the room. The outside observer can only see the color
of the ball drawn, but not the urn it came from. The model is also described
by the following 5-tuple ({Urn1, Urn2} , {Red,Green,Blue} , A,B, {0.5, 0.5}),
where A is described in Equation 6.1 and B in Equation 6.2.

Figure 6.1: Example HMM of Urn and Ball Model

A =

[
0.7 0.3
0.4 0.6

]
(6.1)

B =

[
0.1 0.4 0.5
0.6 0.3 0.1

]
(6.2)

6.2.2 Three Tasks and their Solutions for Hidden Markov
Models

The three basic problems that can be solved using HMMs are evaluation, decod-
ing and training. Each of them has different practical applications. Common
solution approaches are briefly described in this section.

Problem I: Evaluation - Finding the Probability of a Trace The task of the
evaluation problem is to find the probability that a given output sequence was
produced by a given model (see Equation 6.3).

O, λ⇒ P (O|λ) (6.3)

The classical application of evaluation in speech recognition is to determine the
probability of a recorded sound sequence meaning for example ’Berlin’. Here,
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the given output is the recorded sound sequence and the model represents the
meaning ’Berlin’. In practice, a recorded sound sequence is compared to several
different possible models, and the model with the highest probability is assumed
to represent the meaning of the recorded sound sequence.

The Forward algorithm [4, 7] is the classical algorithm used to solve this prob-
lem. It is an iterative algorithm that computes the probabilities α of the growing
sub-sequences step by step. The Backward algorithm also solves the evaluation
problem and works analogously to the Forward algorithm, but it starts to eval-
uate the output trace at the end.

Problem II: Decoding - Finding the Generating Sequence of a Trace The
decoding task has the goal to find the state sequence that most likely produced
a given output sequence for a given model. One tries to retrace/reconstruct the
behavior of the DTMC that most likely produced the given output according to
some measure (see Equation 6.4).

O, λ⇒ Q = argmaxQP (O|Q ∧ λ) (6.4)

The application of the decoding problem in speech recognition is mainly tuning
and analyzing HMMs that were created for speech recognition. It is used to better
understand the HMMs used for pattern recognition and to possibly improve
the performance and recognition quality. The algorithm is not directly used in
pattern recognition tasks.

The Viterbi algorithm [20, 71] is the method of choice for the solution of this
problem. It decodes a given symbol sequence by determining the most probable
valid sequence of states to have produced it.

Problem III: Training - Finding the Generating Model of a Trace The prob-
lem of training HMMs is by far the most difficult, and it is more an optimization
task than a directly solvable problem. The training problem takes a given output
sequence O and a model size given by the set of model states S and the set of
output symbols V . The task is to train the model in such a way that it produces
the given output sequence most likely (see Equation 6.5).

O ⇒ λ = argmaxλP (O|λ) (6.5)

The training problem very often occurs in the pattern recognition domain. Man-
ually building the HMM for the task of recognizing a specific word would only be
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possible if one knew the internal process that turns a word into a sound. Since
these processes are either not known yet, or very complicated, the models for
speech recognition have to be obtained by training. This is done by defining an
initial model of appropriate size, which is then trained using a pool of samples
of the spoken word to be recognized. If the unsupervised training is successful,
the resulting model can recognize the intended word with a certain degree of
accuracy.

The Baum-Welch algorithm is the classical solution method. It is an optimization
algorithm that takes an initial model specification and improves it successively
through several iterations called epochs, ensuring that the probability to emit
the output sequence increases in every iteration. It is a kind of expectation
maximization (EM) algorithm and was first described by Baum and colleagues
[5, 6]. It uses the results computed by the Forward and Backward algorithms in
every epoch to re-estimate the model parameters Π, A and B. The re-estimation
step needs to be performed until a predefined stability criterion is satisfied, which
signifies that no further improvement can be found for the model parameters.
Recomputing the complete set of Forward and Backward parameters in every
epoch makes the algorithm quite slow compared to the previously described
ones. A detailed description of the algorithm can be found in [61]. The model
resulting from this unsupervised training process is usually not easy to interpret,
but the practical applicability of the algorithm is given in the current application
areas.

6.2.3 Conclusions and Implications for Hidden
Non-Markovian Models

One of the main advantages of the HMMs is at the same time one of the greatest
drawbacks. Limiting the hidden model to a DTMC makes the analysis mathe-
matically tractable and feasible up to a certain model size. On the other hand,
DTMCs are not time-dependent (memoryless) and are therefore a very rough
model of most real world processes. Being able to use more general statistical
distributions for the processes involved would lead to more realistic models.

In speech recognition, several attempts have been made to increase the modeling
power of the hidden model by introducing time dependence. Expanded state
HMMs (ESHMM) [63] expand one DTMC state by a series of states, modeling
state duration times other than exponentially distributed ones. The approach
is very similar to the one presented here, but it has been evaluated only with
respect to better pattern recognition capabilities. The potential for more general
models is not exploited. Hidden semi-Markov models (HSMM) [64] use semi-
Markov models as hidden models. Both of the approaches are tuned to speech
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recognition and lead to a vast increase in complexity of the models and necessary
calculations, using the original algorithms.

However, there are interesting potential applications outside of speech recog-
nition such as the above mentioned error protocols of technical systems and
components. Possible questions for the three HMM tasks are the following:

• Evaluation: Determine the probability that three particular failures happen
in a row in a car failure protocol. This information could be useful to detect
weak points in a construction.

• Decoding : Find the most probable sequence of events that produced a given
subsequence of failures (signals) in a car failure protocol. This could then
be used to devise an optimal strategy in physically examining and repairing
the car.

• Training : Determine the parameterization of a machine’s inner behavior
by only observing its protocol files. The resulting model could then be
compared to the manufacturer’s specifications of the machine.

In order to be able to use the HMM analysis methods on these tasks, more general
hidden models and adapted solution algorithms are needed. Using SPNs as hid-
den models has advantages, because they are widely applicable and used in the
simulation and modeling community. Combining SPNs and HMMs leads to Hn-
MMs. Proxels can be easily used for the analysis of rewards [51], which are some
kind of symbol emissions. Applying them to HnMM analysis involves logging the
output symbol sequences and following only the valid generating paths. This en-
ables the evaluation and decoding by using Proxel-based simulation [67,74] (see
Section 6.3). However, Proxels cannot be used for training, since they assume a
fully specified model. But DPHs could be used to turn an SPN into a DTMC,
and then one can use the original HMM Baum-Welch training method to itera-
tively improve the model as described in Section 6.4 [39]. The computation time
has to be a focus in examining and implementing these methods, since that was
the main drawback of other attempts to generalize HMMs.

This chapter focuses on the possible solution methods for HnMMs involving
Proxels and DPHs, but since there does not exist a comprehensive theory yet,
this is still future work.

HnMM Machine Maintenance Example A complete motivating example of
an HnMM that models a machine maintenance cycle is shown in Figure 6.2. The
machine can be in three states: OK, Maintenance or Failed, where the transi-
tions between the states in reality will have non-Markovian distributions. Only
the transitions Maintenance and Repair generate different costs with certain
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probabilities. These costs are entered into a booking system and are therefore
observable by the manager. The actual development of the machine is not di-
rectly deducible from the cost record, since both events can also generate the
same cost of 30e. Refer to [44] for more details on the example.

Figure 6.2: Example HnMM of Machine Maintenance Cycle

Possible interesting questions concerning the model in Figure 6.2 are the follow-
ing:

• How probable is a certain booking record? (evaluation) Which series of
events produced that record most likely? (decoding)

• What is the machine availability of the possible generating paths, and
how does that compare to the actual observed availability of the machine?
(decoding)

• Are there any frequent failure sequences? What produced them? (decod-
ing) Could they be prevented by using more reliable system components?

These questions cannot be easily answered using either SPNs or HMMs alone. By
using the HnMM paradigm, however, it would be possible to answer them. The
following section develop strategies to solve the common HMM tasks for non-
Markovian hidden models employing state space-based simulation methods.

6.3 Using Proxels for Evaluation and Decoding of
Hidden Non-Markovian Models

This section describes some implementation details and tests of the Proxel-based
simulation applied to the evaluation and decoding of HnMMs. More information
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on the general approach and its implementation can be found in [67,74]. There,
the implicit assumption was made that symbols are emitted by state changes
instead of states. This lead to the idea of expanded hidden Markov models
(eHMM) formalized by the author in [44].

Input of the Proxel-based analysis of HnMMs is a fully specified SPN with symbol
emission probabilities associated to some transitions and a sequence of emitted
symbols with a time stamp assigned to each one. Since Proxels use a DTMC
as computational model, the first step has to be a discretization of the given
symbol sequence. The discretization time step should be chosen such that at
most one symbol is emitted in one step. Gaps in the resulting sequence (time
steps containing no symbol emissions) are filled with 0 symbols, meaning that
no significant state changes emitting symbols happened there.

The Proxel-based simulation algorithm can then be used to calculate the sequence
probability and the Viterbi path of the discretized symbol sequence. The follow-
ing modifications have to be made in the implementation in order to accomplish
that task:

• The route to the current Proxel has to be included in each Proxel, in order
to retrace the generating sequence determining the Viterbi path. It was
actually included in the original Proxel definition in [26], but has since
then been omitted for efficiency. However, this takes away the possibility
to combine Proxels with the same discrete state and age vector that have
been created via different routes. This increases the number of Proxels in
every time step significantly.

• When determining the successors of a Proxel, the symbol emissions have
to be taken into account. First, only paths generating the given trace are
followed, which reduces the state space of the model. Second, the absolute
probability of a path is multiplied by the probability of emitting the symbol.

• The vast increase in the reachable model state space, caused by the explicit
inclusion of the route in the state definition, made it necessary to switch
back from breadth-first to depth-first search in Proxel processing (using a
stack instead of a tree). This limits the memory usage to one active path
at any one time.

The fully specified algorithm and examples can be found in [74]. The Proxel
solution algorithm for the analysis of HnMM computes the sequence probability
and the generating sequences in one run. Another advantage compared to the
Viterbi and Forward algorithms is the additional information gained at no extra
cost: the probability and ranking of all possible generating paths is part of the
Proxel result, not just the most probable path.
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6.3.1 An Experiment in Evaluating and Decoding HnMM
Using Proxels

The experiment applies the Proxel-based simulation method to the evaluation
and decoding of an HnMM. The example taken from [74] models a small fast
food restaurant with one service person. The Petri net of the model is shown
in Figure 6.3. The system consists of separate arrival processes for cars and
people that wait in separate queues and are served at separate counters. There
can be at most two customers of each type in the queues. The service person
can only serve one customer at the time, and serves cars first. The distributions
associated with the arrival and service processes are also shown in Figure 6.3.
They are not intended to be realistic behavior, but to produce meaningful results
for the evaluation and decoding tasks.

Figure 6.3: Stochastic Petri Net with Symbol Output of Fast Food Model for HnMM
Experiment

In order to turn this SPN into an HnMM, output symbols need to be specified.
The output of the model is the type of order that a customer places. He can order
either a meal (M ) or just a soft drink (D). The symbols are only generated when
a service process is finished and the service person enters it into the cash register.
Therefore, there is a time stamp attached to each symbol. The probability of
ordering a complete meal is 70% for a car and 60% for a person.

Initial tests showed that the algorithm needed more computation time with an
increasing length of symbol sequences. Figure 6.4 shows the exact relationship,
which indicates an exponentially growing need for computation time. This is
not surprising, since the number of possible generating paths is multiplied by
a factor greater than 1 in each simulation time step. Since anything above 50
symbols in the discretized symbol sequence seemed unfeasible, a rather short
output sequence was selected for testing the algorithm.
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Figure 6.4: Computation Time Needed with Increasing Sequence Length in HnMM &
Proxel Experiment

The evaluation and decoding tasks were performed for the following sequence of
symbol observations (Orders) with corresponding time stamps. D stands for a
drink order and M for a meal order.

Time 3.3 4.7 9.4 13.8 18.8 23.5 28.9 30.6 32.9 38.8 48.9

Order D M D D D D D D D D D

In order to process this by using the Proxel-based simulation method, the se-
quence needs to be discretized with the chosen step size of ∆t = 1. The time
steps without a symbol emission were filled with a 0 symbol. The graphical
representation of the discretized symbol sequence with 0 symbols can be seen in
6.5, triangles represent a meal order and diamonds a drink order.

Figure 6.5: Discretized Output Symbol Sequence for HnMM & Proxel Experiment

The modified Proxel algorithm including path tracking returned an overall se-
quence probability of 2.74E−14 and a list of probable system development paths.
Each of those paths was described by a sequence of discrete system states (de-
scribed by the queue lengths and the state of the server) at the discrete points
in time.
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Besides the actual results of the evaluation and decoding, the transient behavior
of the algorithm is interesting. Figure 6.6 (left) shows the transient development
of the output symbol sequence probability: the circles indicate the time steps,
where the output sequence contains a non-0 symbol. One can see that the
probability of the sequence decreases sharply after such a real symbol emission as
opposed to just slight decreases in the other time steps. The number of possible
development paths of the above sequence over simulation time is depicted in
Figure 6.6 (right). Again, the circles again indicate the time steps containing
real symbol emissions. The observation is that after a real symbol emission, the
number of possible generating paths decreases, but otherwise it grows.

Figure 6.6: Development of Sequence Probability (left) and Number of Possible Generat-
ing Paths (right) with Growing Subsequence in HnMM & Proxel Experiment

Both of these phenomena are due to the fact that only two of all possible system
events (the finishing of a service for a car or a person) generate symbols. None
of the other possible events (or time steps without an event) generate a sym-
bol. Once a symbol emission is detected, all paths, where the events generating
this real symbol cannot occur, have to be truncated. Therefore, the number of
possible development paths decreases sharply after a symbol emission and the
cumulative probability of the remaining paths decreases as well. This shows that
the tracking of invalid generating paths slows down the method considerably.

6.3.2 Discussion of Proxels Applied to HnMM

The experiment showed that the modifications in the Proxel algorithm enable
the analysis of hidden SPNs, regarding the evaluation and decoding of output
sequences. The algorithm is not very efficient, but it produces more sophisticated
results than the usual HMM methods. For example, one gets all possible system
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development paths that could have generated a given output sequence and their
probabilities, not just the one most likely path. A classification and merging of
related development paths should be considered in future, since it would ease
the interpretation of the results. However, this classification has to be tuned to
the individual users’ requirements and the questions to answer.

Unfortunately, the algorithm still has some problems. The length of the examined
trace has to be limited; otherwise the state space explosion is not manageable.
This is mostly due to large gaps between real symbols in the original trace that
increase the number of possible paths significantly; a truncation of invalid paths
only happens when a symbol is emitted, which slows down the exploration of the
state space considerably.

One idea to overcome this problem of long 0 sequences in the discretized trace
is the use of variable time steps instead of fixed ones (analog to [72]). By taking
discrete steps the size of the gaps between the symbol emissions, the generation
of too many paths that can be truncated later would be. This will produce an
extra error in the result, but a trade-off between accuracy and runtime should
be considered.

Despite these limitations, this Proxel-based HnMM analysis is an easy way to
solve the problems of evaluation and decoding, since an existing method can be
used with only slight modifications. This eliminates a lot of development work,
increases the confidence in the solution, and at the same time shows another
application area of Proxel-based simulation.

However, the Proxel algorithm cannot be used for training models. As mentioned
at the beginning of the section, a fully specified model is assumed, which does
not change during the process. Using Proxels, it is not possible to determine the
effect of single parameters on the final results and therefore no inference can be
made on how to modify the model parameters. The following section will show
how DPHs as another DTMC-based method can be used in training HnMMs.

6.4 Using Phases for Training Hidden
Non-Markovian Models

The training of HnMMs is not possible using the approach described above [74].
Using DPHs (see Chapter 3), the training of HnMMs can be accomplished with
another DTMC-based method to find the model parameters of a not (completely)
observable system. The approach is introduced by the author in [39]. The general
idea presented in this section is to combine existing and new methods:
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Step 1: Specify the HnMM through a hidden SPN with symbol emissions.

Step 2: Convert the HnMM into a real HMM using DPHs to approximate the
non-Markovian distributions.

Step 3: Train the resulting HMM using the Baum-Welch algorithm.

Step 4: Convert the trained HMM back into an HnMM.

Step 5: Deduct the distributions and their parameters from the trained DPHs.

Since the original Baum-Welch algorithm is used for training, the HMM also has
to fit the original specifications, with output symbols associated to the states not
to the transitions. Therefore, for training, a complete discrete output sequence
with one symbol per discrete time step is needed.

Step 1: Model Initialization The presented approach is mainly a possibil-
ity to train parameters of real life models with a defined structure. Therefore,
the general structure of the model, represented by an SPN with its places and
transitions, needs to be known to obtain useful results. One restriction is that
the model needs to have a finite state space, since it will later be turned into a
Markov chain. If additional information about the transitions is available, they
should be initialized as well as possible, since the training algorithm used later
is dependent on the initial model conditions. Furthermore, output symbols with
probabilities need to be specified on the basis of the states of the system. This
can also happen on the level of the reachability graph of the Petri net, where the
discrete states of the system are explicitly visible.

Step 2: Replacing General Distributions If all timed transitions of the SPN
are exponentially distributed, as in generalized stochastic Petri nets (GSPN) [13],
the reachability graph of the Petri net is equivalent to a Markov chain. In order
to map non-Markovian transitions to a DTMC, one can replace them by DPHs
of the structure described in Section 3.2. Single discrete states of the model will
be replaced by several states of the DTMC. Since the probabilities of the output
symbols are specified on the discrete state level of the SPN, the same values
can just be copied to each corresponding state in the DTMC. Theoretically, the
condition holds that the larger the order of the DPH, the better the fit of the
general distribution. Nevertheless, the number of phases does have an influence
on the time and the amount of data needed for the training: By adding one phase,
the number of independent variables to be trained is increased by two, and some
types of distributions require fewer phases than others to be fit accurately (see
Section 3.6.2). A careful choice of the number of phases needed to replace a
transition is important for the success of the training process.
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Step 3: Training via Baum-Welch Algorithm The resulting DTMC with out-
put probabilities for certain symbols associated to the states can be interpreted
as an HMM. One can now use the existing Baum-Welch algorithm to train the
HMM to produce the given output sequence or set of output sequences with a
maximum probability. One modification to the original training process is that
the mappings of the DTMC states to discrete system states need to stay fixed
during the training process. The mapping also determines the output symbols
associated to the state and their probabilities. Only if the mappings stay the
same, one can find and extract the DPH parameters from the trained model
and convert it back to the original SPN structure. The original Baum-Welch
algorithm is an unsupervised training algorithm; therefore, it also changes the
symbol output probabilities, which is a known property of the algorithm. An
existing implementation of the Baum-Welch algorithm was modified to preserve
the output probabilities. The general system structure is also left intact by not
changing any zero entries in the transition probability matrix of the DTMC. This
means that no new state transitions are introduced into the model. Whether ex-
isting state transitions are preserved or might be destroyed in the trained model,
needs to be investigated further. A deleting of transitions would significantly
change the structure of the model and would complicate the interpretation, if
not even make it impossible.

Step 4: Information Extraction The extraction of the DPH from the trained
HMM is basically the reverse step of the replacement of general transitions. If
the model structure and mapping of the states have been preserved during the
previous training process, the locations of the DPHs in the DTMC are known.
Their parameters can be extracted from the DTMC by directly using the tran-
sition probabilities between the phases and normalizing the incoming transition
probabilities. The reachability graph of the original model can contain several
state transitions that refer to the same transition in the SPN. If these have been
replaced by DPHs, the resulting trained DPHs need to be merged in order to find
a representation for the one SPN transition. This could be done by weighting
parameters of the different fits.

Step 5: Backfitting - Finding the General Distribution The last step in de-
termining the parameterization of the general transitions in the SPN is to investi-
gate the time to absorption in the extracted DPH. The more interesting analysis
is to try to match the phase-type distribution to a known general distribution
function with specific parameters. For this task, the optimization algorithm for
the fitting of the DPH parameters described in Chapter 3 was adapted. It can be
used to find the parameters of the general distribution function that best resem-
bles the time to absorption of a specific DPH. The algorithm can also perform
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the fit for several known distribution types, compare the resulting error values
and return the most likely distribution type and parameters. The distribution
can now be used for the corresponding transition in the initial SPN.

The result of the algorithm is a trained HnMM (within certain structural con-
straints given) that produces the given output trace with maximum probability.
One drawback of the described approach is that the mappings of the states have
to be fixed, and therefore the output probabilities cannot be trained. The result-
ing algorithm is no longer a real unsupervised training, which could lead to less
than optimal results. A genuine unsupervised training algorithm for HnMMs is
not possible using DPHs, because the interpretation of the result is necessary
to turn the HMM back into an HnMM. Nevertheless, the approach presents a
working training method for HnMMs.

6.4.1 An Experiment in Training HnMM Using DPH

The experiment was performed with the model shown in Figure 6.7. The SPN
shows a web server that can work in the states Idle or Busy and that can be
in state Failed, and under repair. To a user in the web the actual state of the
web server is not visible; he can only observe the answer to a ping request,
which represents the output symbol. By analyzing the observed traces, he tries
to determine the actual probability or distribution characteristics of the server
being off line. The behavior of the web server is known insofar as one knows
that the probability to reply to a ping request is 0.99 in state Idle and 0.8 in
state Busy. In state Failed, the web server obviously does not answer the ping
request. Only the repair time is assumed to have a non-Markovian distribution.
More detailed information on the experiment can be found in [39]. Appendix
C.1 contains some intermediate steps of the experiment that were omitted in
this section.

The training sequences that contain the replies to ping requests at regular inter-
vals were generated using a discrete event simulation (DES) model of the web
server with the parameters shown in Figure 6.7 using the Simplex3 simulator [65].
Five stochastically independent sequences were produced each with a length of
T = 1, 410, 100 symbols, which was the maximum possible with the simulator
used.

The HnMM of the described system is the reachability graph of the SPN with
specified output probabilities. In order to turn this into an HMM, the transition
which is assumed to be non-Markovian is replaced by a DPH of order four and the
hidden DTMC is initialized evenly. The initial reachability graph with symbol
emissions and the same model expended to an HMM can be seen in Figure C.1.
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Figure 6.7: Example Petri Net of a Web Server Model

Then, the training process can start. The training with the five traces was carried
out in a round-robin fashion by restarting the training with the result from
the previous trace, until no further change in the likelihood could be observed
in subsequent training rounds. The algorithm could also be modified to be
able to handle multiple training traces, but that was not done in the current
implementation.

The result is a trained HMM where the output probabilities have been fixed,
so that the same DTMC states still represent the discrete model state Failed
and the DPH can be extracted. The trained HMM can be seen in Figure C.2.
Assuming a time step of ∆t = 0.1, which was also taken to produce the training
sequences, Figure 6.8 shows the extracted DPH representing the non-Markovian
distribution.

Figure 6.8: Trained Extracted DPH of Web Server Example Model

Three experiments were performed with a sequence length of T = 300, 000,
T = 600, 000 and T = 1, 410, 100. The shapes of the time to absorption in the
trained DPHs after 50 iterations using the different trace lengths are depicted in
C.3. The backfitting of the trained DPH after 100 iterations with the maximum
possible trace length produces the Weibull distribution parameters (19.82, 1.57),
which is very close to the parameterization used to generate the traces. The
complete trained SPN can be seen in Figure 6.9.
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Figure 6.9: Trained Example Petri Net of a Web Server Model

The runtime of the experiment testing different trace lengths is shown in Table
6.1. One experiment used traces of small length (T = 300, 000) and needed
about 2 minutes for one iteration, but did not yield a good fit for the Weibull
distribution. Another experiment using traces of medium length (T = 600, 000)
needed about 3.3 minutes per iteration with one trace, and after 300 iterations
a good fit for the Weibull distribution was achieved. The experiment with the
longest traces of T = 1, 410, 100 is also the one with the most expensive iterations
(10 minutes each), but a good fit was already achieved after 100 iterations. The
total time needed for the two successful training experiments is actually the
same.

Trace Length Total Time # Iterations Iteration Cost

300, 000 − − 120s

600, 000 16,6h 300 200s

1, 410, 100 16,6h 100 600s

Table 6.1: Runtime of Web Server Example Experiment with Different Trace Length

The difference in runtime for the individual iterations is easily explained by the
increased length of the traces, slowing down the training algorithm. The shortest
traces do not contain enough data to parameterize the model sufficiently, whereas
the medium length traces are sufficient, but the total time needed for training
is the same as for the longest traces. The overall training time seems quite
large. This is mostly due to the round-robin training with different traces, which
increases the probability of finding a global optimum. However, it made the
stepping through the solution space not very directed, but looking rather like a
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spiral. A more convenient implementation that can train with different traces
at the same time will help to reduce the runtime considerably. The existing
algorithm solves the training task for HnMM, but it is not very efficient.

6.5 Conclusion & Outlook - eHMM and HnMM

This chapter presented one application of the DTMC-based solution methods
described so far. Hidden non-Markovian models are motivated and briefly in-
troduced. Then, the chapter describes how they can be evaluated, decoded and
trained using Proxels and DPHs. Both approaches work, but with some restric-
tions on the size or generality of the models. Both of the methods work, but
especially the training approach is very time consuming and needs to be im-
proved to be useful. Ideas are presented how to relieve those limitations. Proxels
and DPHs are two possible solution methods for HnMM-related questions.

This chapter did not focus on the theory yet. In this thesis HnMMs are viewed
as just another application area of state space-based simulation methods. The
implications of the extension to HnMM were only seen further along the develop-
ment of the algorithms. The introduction of HnMMs opens up a completely new
application field. This chapter only shows how to use DTMCs to analyze more
general hidden models like SPNs with the methods of HMMs. A comprehensive
theory of hidden general models needs to be compiled.

The assumption that symbols are emitted only associated to the DTMC states
is not suitable for SPNs. In SPNs, the transitions between the states are the
interesting and active elements that drive the system dynamics. One could, for
example, be interested in the specific events that lead in and out of a certain
failure state and not in its duration. The first logical step to take is a formal
expansion of HMMs to symbol emissions at state changes, resulting in eHMMs
[44]. The second step is the expansion to more general hidden models, the
already mentioned HnMMs. This includes, for example, generalizing the traces
to symbol sequences with time stamps and introducing time-dependent transition
probabilities.

Another future project is to test whether the algorithms described in this chapter
are more efficient than modified standard HMM algorithms resulting from a
formal expansion of the original algorithms to HnMMs.

State and rate rewards from reward theory can also be seen as symbols that
a system emits. This analogy between HnMMs and reward modeling should be
examined to draw conclusions and possible advantages for both research areas.
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The theory of HnMMs could be the basis for a new powerful modeling paradigm
that might solve problems, which cannot be tackled yet today. Ideas for po-
tential application areas that need to be investigated are already mentioned at
the beginning of this chapter: supporting medical diagnosis, non-invasive analy-
sis of technical systems, estimation of wear and residual value of machines and
parts based on their runtime record, or some applications in time-dependent
data mining. The motivating example showed a possible application scenario of
HnMMs.
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Space-Based Simulation Methods

In the previous chapters, theoretical concepts were shown and improved; now,
some possible application areas of the described concepts in simulation in gen-
eral are elaborated. One goal of the thesis was to enhance the applicability of
discrete-time Markov chains (DTMC). One way to do this is to find interesting
and relevant application areas and show that Proxels or discrete phase-type dis-
tributions (DPH) can be successfully applied. This chapter covers three such
application areas: queuing system simulation, sensitivity analysis and optimiza-
tion of discrete stochastic models, and project schedule simulation.

This chapter shows a selection of possible application areas, and at the same
time points to their similarities: The best results for the state space-based meth-
ods can be achieved for small, stiff models. Special-purpose Proxel solvers for
specific problem areas achieve even better performance than the general-purpose
algorithms.

7.1 Using Proxels for the Analysis of Queuing
Systems

Queuing Systems are an important modeling formalism in communications re-
search. They are widely used for formalizing, investigating and understanding
the behavior of networks, packets, and electronic communication in general. The
analytical approach to the analysis of a queuing system consists of identifying
the specific type of queuing model and the parameters that describe the system
best. Then, formulas for the performance measures are derived and applied.
There exists a variety of model classes with certain given properties, where these
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formulas are well known. Classical queuing analysis focuses on systems with a
single queue and possibly several servers. This is also the type of queuing sys-
tem investigated in this section. Furthermore, the analysis methods are usually
limited to stable queuing systems that have a steady state. The combination
of single queuing systems to form queuing networks is another part of queuing
theory, but not of interest here.

However, some queuing problems are not solvable using classical queuing analy-
sis, because no general formulas for performance measures of the queuing system
can be derived. One reason can be that the distributions of service or arrival times
are not easily analytically tractable, which is the case for most non-Markovian
distributions. Another possible model configuration, where usually no generally
applicable equations can be derived, is a model state space which is inherently
limited by model parameters such as the calling source size. In these cases, sim-
ulation has to be used to obtain results for the performance measures of specific
model parameterizations. The commonly used discrete event simulation (DES)
has several drawbacks, it needs replications and produces stochastic results that
are much less reliable than the analytical solutions (compare Section 2.4.1).

Proxel-based simulation, on the other hand, yields deterministic results. Queu-
ing models are most of the time small in their model description. This leads
to a limited number of discrete model states or a well-defined state space struc-
ture. This property suits the Proxel-based simulation method, since it shows
the best performance on small models. An advantage of Proxels over the ana-
lytical approach to queuing analysis is that it is not limited to specific model
parameterizations or distribution types. Proxels can even be used to determine
the transient behavior of queuing systems that are not stable. The goal of this
section is to show that a special-purpose Proxel-based simulation tool performs
well and yields reliable results for queuing systems performance measures. If this
goal can be achieved, Proxels can be an alternative method to DES for queuing
problems, which are not analytically tractable [43].

7.1.1 State of the Art - Analytical Solution vs. Simulation

Queuing Systems with a single queue are usually described using Kendall’s nota-
tion A/B/X/Y/Z (see [23, pp.7-8] for more details). The elements of Kendall’s
notation are the following:

A describes the inter-arrival time distribution of the customers (e.g. M for
Markovian or G for General)

B describes the distribution of the service time of a single customer

X is the number of parallel service stations

104



7.1 Using Proxels for the Analysis of Queuing Systems

Y is the system capacity, which is the maximum number of customers allowed
in the system as a whole (default = ∞)

Z describes the queuing strategy (queuing discipline), which determines the
order of the customers in the queue (default = FIFO)

The elements A/B/X are required for the definition of a queuing system, whereas
the system capacity and queuing discipline do not need to be given. The term
job and customer are used synonymously for the mobile elements in the queuing
system. The graphical representation of an example queuing system with two
servers is depicted in Figure 7.1.

Figure 7.1: Example Queuing System with Two Servers

Two classical works on queuing systems and their performance measures are
[23, 15]. The most common performance measures that are computed are the
following:

ρ (server utilization) describes the fraction of time when the server is busy

λ (system throughput) describes the number of jobs whose processing is com-
pleted in a single unit of time

Q (queue length) is the number of jobs waiting in the queue at a given time

W (waiting time) is the time that jobs spend in the queue waiting to be served

K is the sum of the number of all jobs in the queue and the service stations
at a given time

πi is the probability of a specific number of jobs in the system at a given time

Classical queuing analysis methods determine analytical expressions for these
performance measures, or they provide numerical estimates for them. If no
analytical solution is possible, DES can be used to determine stochastic estimates
for a systems performance measures with specific parameters. DES in general (see
Section 2.4.1) has advantages such as being easy to implement. Drawbacks are
that it only yields stochastic results and a possibly large number of replications.

In [24], an idea is presented for a state space-based approach to computing the
performance measures. The transient analysis of a G/G/1 queuing system is
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performed based on transition equations at the points in time, where the system
state is changed by the arrival or departure of a customer. A small example is
successfully examined, but the applicability to larger problems was not imme-
diately clear, since the equations would have to be built for different parameter
combinations.

All of the described solution methods to the analysis of queuing system have one
or more drawbacks. Classical queuing analysis is not generally applicable, DES
can be very expensive and unreliable, and the state space-based method from [24]
seems not to be easily generalizable. Now, the idea is that by using Proxels as a
state space-based simulation method, deterministic results can be computed for
many queuing systems where analytical results are not possible. The main ad-
vantage of Proxels over [24] is that the method is already researched. This implies
a certain degree of confidence in the methods accuracy and applicability.

7.1.2 Implementation - Queuing Proxel, Performance
Measures and User Interface

This section describes how the general-purpose Proxel simulation algorithm can
be modified for optimal performance in queuing system simulation. First, the
changes in the algorithm will be described. Then, a method to extract queuing
performance measures from the Proxel solution will be elaborated. Last, the
design of a user interface suitable for queuing analysts is described. The concepts
described here have been introduced by the author in [43].

Tuning the Proxel Algorithm for Queuing Simulation The first step in tuning
the Proxel-based simulation algorithm is to specialize the Proxel itself as the basic
data structure. A queuing Proxel (see Equation 7.1), as a special case of a normal
Proxel, needs to contain the following elements:

q the current queue length (with job attributes)

~s the current occupation of the different servers (with job attributes)

τq the age information of the arrival process

~τs the age information of the different service processes

p the probability of that point in the models’ expanded state space

For now, customer attributes are not considered, since they considerably increase
the model state space. This limits the queuing systems that can be examined
to ones without sophisticated queuing strategies. It is future work to investigate
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how and to what extend attributed customers can be simulated efficiently using
Proxels.

Px = (q, ~s, τq, ~τs, p) (7.1)

The Proxel simulation algorithm itself is specialized by dedicating separate state
transition functions for customer arrival and departure. By doing this, it is
possible to check for server occupation and capacity requirements automatically
upon customer arrival, which is faster than a general treatment of vanishing
states. This specialization results in fewer function calls and higher algorithm
performance. Algorithm B.3 describes a special-purpose Proxel-based simulation
algorithm for queuing simulation taken from [43].

After these modifications, the Proxel algorithm can be applied to queuing sys-
tem simulation. The result of one Proxel simulation run contains the transient
and steady state probability of every reachable model state (every possible queu-
ing system configuration). Using this result, the queuing systems performance
measures can be computed.

Extracting Performance Measures from the Proxel Solution The perfor-
mance measures are computed after the actual simulation. This is done in a
similar fashion to the computation of the rewards used in [73]. The function
handling service completion also logs the finished services for each time step by
adding the probability of the service finished event to the throughput for this
time step throughput[k]. This works analogously to an impulse reward. The
other performance measures are comparable to rate rewards, and therefore can
be calculated in a post-processing step.

Formulas for the relevant performance measures used in queuing theory based
on the Proxel result are given in Table 7.1: ∆t denotes the simulation time
step, m the total number of servers in the system, k the current time step, tmax
the maximum simulation time and kmax = tmax/∆t the maximum number of
simulation time steps.

The results of the performance measures are comparable to special case results
of queuing analysis, where the derived formulas are applied to specific model
parameters.

Designing a Suitable User Interface In order to be useful, a special-purpose
Proxel algorithm for queuing system simulation needs a suitable graphical user
interface. The user interface should be easy to use and intuitive for queuing
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Performance Measure Formula

Transient utilization ρ[k] :=
∑
states s busy servers(s)/m ∗ P (s)[k]

Average utilization ρ̄ :=
∑
k ρ[k]/timesteps

Transient throughput λ[k] := throughput[k]/∆t

Average throughput λ :=
∑
k throughput[k]

Total throughput λ̄ := λ/tmax

Transient queue length Q[k] :=
∑
states s queued jobs(s) ∗ P (s)[k]

Average queue length Q̄ :=
∑
kQ[k]/kmax

Average job waiting time W̄ :=
∑
kQ[k] ∗∆t/λ

Transient job number K[k] :=
∑
states s (busy servers(s)

+queued jobs(s) ∗ P (s)[k])

Average job number K̄ :=
∑
kK[k]/kmax

Transient job num-
ber probability

πi[k] := P (s|job number(s) = i)[k]

Table 7.1: Formulas for Computing Queuing System Performance Measures from a Proxel
Simulation Result

analysts to be useful for them. Therefore, it needs to be adapted to the nota-
tion and result presentation familiar to queuing analysts. The resulting interface
is depicted in Figure 7.2. It consists of three distinct parts: the queuing sys-
tem parameter input, the simulation parameter input and the simulation result
output.

The input of a queuing system is done using the same elements and their order
as in Kendall’s notation: arrival and service process distributions, number of
servers, optional system capacity and calling source size. The queuing strategy
is not included yet, since the customers cannot be distinguished within the queue,
which makes FIFO the only conceivable strategy.

The user must also specify simulation parameters like the discretization step size
and the maximum simulation time. Then, he can start the simulation and the
results are computed.

When the simulation has terminated, the performance measures are computed
as described above. The scalar performance measures are directly displayed on
the interface and the transient ones can be plotted in separate windows. All
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Figure 7.2: Graphical User Interface for Queuing Simulation Using Proxels

performance measures described in Table 7.1 are directly available to the user
on the interface itself or by clicking on the appropriate button (see Figure 7.2).
This logical structure of the interface should enable an easy usage of the tool,
but tests to confirm that have not yet been conducted.

7.1.3 Validation and Benchmark Experiments

The experiments described in this section were all performed using the tool for
Proxel-based queuing system simulation described in the previous sections. All
experiments were performed on a Pentium4 CPU with 2.6GHz and 512MB
RAM. The first experiment compares the simulation results to the analytical
ones for a simple M/M/1 queuing system. The second experiment is a bench-
mark showing that the tool can produce reliable solutions for a G/G/1 queuing
system, where the performance measures cannot be computed analytically. The
last experiment compares the Proxel tool to a discrete event-based simulation,
showing that the results can be computed much more efficiently and accurately
using state space-based simulation methods. The experiment results shown in
this section and another experiment for a G/M/c/K queuing system can be
found in [43].
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Validation Experiment M/M/1 The validation experiment was performed for
a standard queuing system with only one server and Markovian arrival and service
processes. The arrival rate is µ1 = 1 and the service rate µ2 = 2 in order for
the system to have a steady state. The analytical results for the performance
measures were computed according to the formulas given in [15].

The simulation was performed with a discretization time step of ∆t = 0.1 and
up to a maximum simulation time of 50. It took under one second of computa-
tion time to complete. The steady state performance measures taken from the
simulation are compared to the analytical solution in Table 7.2. A screen shot
showing the transient and steady state results for the probability of the number
of jobs in system is displayed in Figure 7.3. The table shows that the results
obtained from the Proxel-based simulation program are exactly the same as the
analytical solution. The results confirm the validity of the tool for the given
queuing system and justify further experiments.

Figure 7.3: Validation Experiment: Transient and Steady State Probabilities for Number
of Jobs in System

Benchmark Experiment G/G/1 The first benchmark experiment uses a queu-
ing system with one server and non-Markovian arrival and service processes.
This system of the type G/G/1 does not have an analytical solution according
to literature [23, p.425]. The main difficulty lies in describing the distributions.
The system parameters chosen are normal distributions for the two processes,
with arrival distribution N(2; 0.4) and service time distribution N(1.5; 0.2).

The simulation was performed with a discretization time step of ∆t = 0.1 and
a maximum simulation time of 50. The computation time of the simulation was
under one second and the maximum reachable expanded state space had a size of
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Performance Measure Formula Analytical Simulation

Utilization ρ := µ1/µ2
1
2

1
2

Throughput λ := m ∗ ρ ∗ µ1
1
2

1
2

Waiting Time W̄ := ρ/µ1

1−ρ 1 1

Queue Length Q̄ := ρ2

1−ρ
1
2

1
2

Job Number K̄ := ρ
1−ρ 1 1

System Empty π0 := 1− ρ 1
2

1
2

P(Job Number) πi := (1− ρ)ρi 1
2i+1 Figure 7.3

Table 7.2: Validation Experiment: Analytical Performance Measures and Simulation Re-
sults

1260 DTMC states. The steady state results of the scalar performance measures
are as follows: ρ = 0.75;λ = 0.5; W̄ = 0.02; Q̄ = 0.02; K̄ = 0.77. The transient
behavior of the probability for a specific number of jobs in system is displayed
in Figure 7.4 (left). Figure 7.4 (right) shows the server utilization as it develops
over the simulation time. Both results are not smooth, which is due to the type
of distribution used for the service and arrival processes. The processes are time-
dependent and it takes some simulation time for the system to go into steady
state. Even if the performance measures could be computed analytically, this
interesting behavior could not be captured by purely scalar results. This shows
an advantage of state space-based queuing simulation over DES and analytical
formulas.

Figure 7.4: Benchmark Experiment 1: Transient Probabilities for Number of Jobs in
System (left) and Server Utilization (right)
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Benchmark Experiment M/G/c/K The third experiment examines a small
call center scenario with calls arriving according to a Markovian arrival process
with a rate of 1.25 per minute. The call center has two staff members answer-
ing calls with a service time distributed according to N(1; 0.2). The queue for
incoming calls has a maximum capacity of 15, which leads to an overall system
capacity of 17 callers. Any call arriving when the queue is full and both staff
members are busy will be rejected. Since rejecting a potential customer is not
desirable for the manager of the call center, the interesting system configuration
is the rare case of the system containing 17 customers. There is no analytical
solution for queuing systems of the type M/G/c/K, so that the results have to
be computed using simulation. Unfortunately, the system is very stiff, and the
state of interest has a very low probability.

A discrete event simulation using the tool Simplex3 [65] was performed for the
queuing system. 1000 stochastically independent simulation runs were performed
with a maximum simulation time of 1, 000, 000 minutes each. These large values
had to be chosen in order for the queue to fill up at all during the whole simu-
lation. The experiment took 15 minutes of computation time to complete. The
filling up of the queue happened a total of seven times during the experiment and
the cumulative time of the queue being full was 1.54 minutes of simulation time.
A confidence interval for the overall probability of the queue being full was com-
puted using a confidence level of α = 0.01. The result (−8.52e− 10; 3.948e− 9)
shows that 1000 replications are not nearly enough to get a reliable measure for
the probability of the queue being full.

A Proxel-based simulation was performed for the above queuing system using a
discretization time step of ∆t = 0.1 and up to a maximum simulation time of 50.
The computation took 5.9 seconds to complete, and the resulting DTMC of the
reachable state space contained 5563 states. The probability of the queue being
full was determined to be π17 = 2.16e− 7. This shows that DES underestimated
the probability of the queue filling up. It was also much more expensive than the
Proxel-based simulation. Simulating small, stiff queuing systems is therefore not
always feasible or accurate enough using DES. Here, the Proxel-based simulation
is the ideal tool if no analytical solution is available.

7.1.4 Conclusion & Outlook - Attributed Customers and
Queuing Strategies

This section showed how a special-purpose Proxel simulation algorithm for queu-
ing system analysis can be built, including a specially designed graphical user
interface.
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The described tool is an alternative to DES for the simulation of queuing systems
using Proxels. The developed special-purpose algorithm performs well on the
tested small queuing systems. This state space-based simulation method can be
used, where analytical results are impossible to obtain for the queuing systems
performance measures. Then, one can still use DTMCs to gain reliable results,
which is better than DES, where the results are of a stochastic nature. As seen
before, Proxels can perform quite well on models with a small discrete state
space, which is the case for queuing systems. An intuitive user interface was
designed that should be usable by queuing analysts, since it is based on their
notation conventions.

However, it is still a long way to a complete state space-based simulation method
for queuing models. Queuing systems with attributed jobs have not been in-
vestigated yet and are currently being examined. One will need much more
sophisticated storage schemes, for the simulation to be feasible, since the state
space explosion will be much worse, once job attributes are included. Queuing
analysis still presents an interesting application area of state space-based simu-
lation, which should be further investigated. We believe that reliable results for
analytical non-tractable problems are of interest to practitioners.

7.2 Sensitivity Analysis and Optimization Using
Proxels

When building a discrete stochastic model, it is often necessary to test the sen-
sitivity of some output parameters to changes in the input parameters. This
procedure is called sensitivity analysis and helps to decide whether the model is
detailed enough or needs to be refined. Model optimization becomes necessary,
when model parameters need to be tuned to achieve certain criteria, either to
match a real system or to maximize some system performance measure, such as
profit.

Both optimization and sensitivity analysis in some way need to determine the
gradient of an output measure in relationship to one or more input measures.
Seldom the gradient of the desired measure can be derived and stated in closed
analytical form, this is only possible for trivial models. Most of the time, several
similar model configurations have to be tested and then the gradient is deter-
mined using the differences in these results.

Using DES, replications have to be performed for every tested model parameter-
ization, which increases the total number of replications that might already be
unfeasibly large. Proxels as a state space-based simulation method can provide
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deterministic results for every parameter configuration, without having to per-
form replications. These deterministic results would make the estimation of the
gradient much more reliable. Furthermore, by reusing the steady state probabil-
ities of one run as a starting point for the next one, it should be possible to save
additional computation time.

Therefore, the approach first presented by the author in [37] has two advan-
tages: The resulting estimate of the output measure gradient is not dependent
on stochastic behavior, and the Proxel simulation can be further sped up by
reusing results from previous runs with similar parameter configurations.

7.2.1 Review of some Gradient Estimation Methods

This section reviews some current solution methods for the gradient estimation
of discrete stochastic simulation models and evaluates them briefly.

The most reliable way to determine a gradient is to state the output measure of
interest as a function of a certain input measure. This function can then be used
to answer all questions concerning model sensitivity or optimization. However,
this is not often possible by using analytical methods, if the models grow above
a trivial size [46, pp.655-657]. Therefore, this approach is hardly ever possible
for real life models.

The gradient of an output measure can also be determined by performing multiple
DES replications for each parameter set to test. This results in an estimate of
the gradient, which gets more reliable as the number of replications increases.
Using DES for gradient estimation can get very expensive depending on the cost
of one replication, the number of parameters to test, and the stiffness of the
model [46, pp.655-657]. In some real-life contexts, even doing few replications
for one system setting is very expensive. Having to do replications for a possibly
large number of system configurations is often infeasible.

Perturbation analysis [25] takes one single development path of a discrete stochas-
tic model and analyzes its sensitivity to input parameter changes. This method
is difficult to perform and interpret for larger models. Furthermore, the result in
itself is a random variable if the model is stochastic, and therefore again replica-
tions have to be performed to get a reliable statistical statement.

All presented approaches either are not generally applicable or can get very
expensive, depending on the model and the number of configurations to test. This
is also a reason, why sensitivity analysis and optimization is not done very often
or thoroughly for real life models. The approach proposed here is deterministic
in its nature, but more widely applicable than deriving closed form equations for
the gradient of an output measure.
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7.2.2 Idea and Benefit of Gradient Estimation Using Proxels

By using Proxel-based simulation for the gradient estimation of small discrete
stochastic models, the influence of stochastic behavior on the gradient estimate
can be eliminated. This could already be done by using the standard Proxel-
based simulation method. The special-purpose tool proposed here takes another
step to optimize the performance for gradient estimation.

The basic idea behind optimizing the performance of state space-based simulation
for gradient estimation is the following: Proxels expand the discrete state space
of a model and turn it into a DTMC containing all reachable model states. The
steady state solution of one Proxel simulation is the probability vector of all of
these reachable model states. This DTMC solution is again a valid starting point
for another Proxel simulation.

If the input parameters of two simulation runs are similar, the steady state results
in terms of discrete system state probabilities should also be similar. Otherwise,
the system is chaotic in its nature and a gradient estimation does not make sense.
The different parameter sets that need to be tested for gradient estimation in
sensitivity analysis and optimization are usually closely related. If the testing
pattern of the solution space is carefully chosen, only small parameter variations
are performed from one run to the next.

Now, the strategy is to use the solution of one Proxel run as the initial state for
the next Proxel run. This starting point should be closer to the solution of the
second run than to an arbitrary initial state, which is usually chosen as just one
discrete state. Therefore, simulation steps and in consequence computation time
could be saved by starting closer to the final solution than usual.

The successive application of this approach of using the result of the previous
run as a starting point for the next one should save even more time, if the
order of the runs is carefully chosen. The achieved saving in runtime should be
inversely proportional to the difference in the input parameter configurations of
the successive runs, the smaller the parameter variation, the shorter should be
the simulation runtime.

7.2.3 Implementation - Guiding the Gradient Estimation
Process

This section describes the actual implementation and graphical user interface for
Proxel-based sensitivity analysis and optimization. The screen shots are taken
from the tool first described in [37]. The Proxel algorithm and its basic elements
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as described in Section 2.5 can stay the same, since the tool is still aimed at
analyzing general discrete stochastic models. The main modification is that the
algorithm needs to be enabled to start with the complete DTMC probability
vector of the previously computed Proxel simulation result. This also implies
that the data structure for storing the current DTMC should not be emptied
automatically after finishing a Proxel simulation, but only upon specific user
interactions.

In order to be able to exploit the possible lower number of iterations until con-
vergence, the specification and testing of a termination criterion are necessary.
Until now, the maximum simulation time of the Proxel computation was always
explicitly given. This does not make sense when the Proxel simulation run does
not start at a predefined initial state and only the steady state is of interest.
Therefore, a termination criterion was implemented to stop the individual runs
when the steady state is reached. The chosen criterion is that no significant
changes in the discrete system states probabilities have occurred during several
time steps, whereas it is up to the user to specify what he regards as significant.

For the sensitivity analysis part of the tool, a special interface was designed
(see Figure 7.5). After inputing the discrete simulation model, the user can
select distribution parameters to vary with a range and step size. When started,
the program will perform successive Proxel simulation runs, varying the chosen
distribution parameter according to the given step size.

Figure 7.5: User Interface Dialog for Sensitivity Analysis Using Proxel-Based Simulation

After all the iterations have terminated, the probabilities for the different dis-
crete system states can be plotted against the range of the chosen distribution
parameter (see Figure 7.6). This allows an easy interpretation and handling via
the user interface.
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Figure 7.6: Sensitivity Analysis Results of Discrete System States Probabilities over Input
Parameter Variation

The dialog for the Proxel-based model optimization also enables the user to
specify a parameter to vary with a range and an initial step size (see Figure 7.7).
Furthermore, the user can enter a custom goal function based on the discrete
model state probabilities. This function can then be minimized or maximized.
To enable the optimization itself, a goal function evaluation was added after
every Proxel simulation run and a gradient descent optimization strategy was
implemented with a decreasing optimization step size.

All results from the sensitivity analysis and the optimization can be exported to
designated text files to allow further investigations of the results. The developed
tool is used to test the modified Proxel algorithm for gradient estimation in the
next sections.

7.2.4 Experiments and Benefit Estimation

The experiments described in this section have largely been taken from [37]. They
were conducted to validate the methods applicability for gradient estimation.
Another intention was to examine the benefit that can be gained by reusing
Proxel results of successive runs.

Sensitivity Analysis Experiment This experiment will apply the Proxel simu-
lation algorithm to a simple sensitivity analysis task in order to show the applica-
bility and possible advantages of the approach. The system examined is the small
inventory system shown in Figure 7.8 [27]. The stock capacity is ten and there
are daily costs of 10e per item in store. The demand of items is exponentially
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Figure 7.7: User Interface Dialog for Model Optimization Using Proxel-Based Simulation

distributed and the penalty for not being able to satisfy a demand is 1000e.
When there are only four items left in stock, a refill order is issued, which takes
a Weibull distributed time period to arrive and refill the whole stock. Since the
penalty of an unsuccessful demand is quite high, it needs to be avoided, but at
the same time, the storage cost should be kept as low as possible.

Figure 7.8: Stochastic Petri Net of Inventory System for Sensitivity Analysis Experiment

The objective of the analysis is to examine the sensitivity of the overall inventory
costs to the demand rate. This is done by varying the demand rate over a range
from 0.5 to 1.5 with a step size of 0.05. The Proxel simulations were performed
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Figure 7.9: Inventory Costs for Different Demand Rates (left) and Number of Proxels
Processed per Run with Demand Rate (right)

with a time step of ∆t = 0.1 and with the termination threshold of ε = 1e− 12.
The result for the average costs per day for the different values of the demand
rate parameter can be seen in Figure 7.9 (left). One can see that with increasing
demand rate, the overall inventory costs grow more and more steeply, which
is due to the increasing probability of a miss penalty. The computation costs
in terms of Proxels processed until convergence to steady state can be seen in
Figure 7.9 (left). The parameter difference between two successive runs here is
always 0.05, since the algorithm scans the parameter range at regular intervals.
The cost of the initial simulation run is on average twice as large as the costs of
the following runs. Reusing the results from the previous run saves almost 1/2
of the total computation costs compared to the brute force approach of starting
every simulation run from the same initial state usually used (all probability in
one DTMC state).

The saving in computation time by reusing the previous results was less than we
expected. However, after examining the problem, the behavior seems reasonable.
Most iterative solution algorithms (not just in the context of Markov chains) do
not converge to a steady state with constant speed. Usually, the closer the algo-
rithm gets to the actual solution, the smaller is the improvement one iteration
can achieve. Initially, the solution algorithm finds a reasonably good solution
fast, but it takes much longer to improve that solution to a very accurate one.
This also applies to the Proxel-based simulation algorithm; therefore, the conver-
gence to the exact solution from an initial solution close by was more expensive
than expected. However, computation costs can be saved compared to the usual
approach and reliable results are gained for the sensitivity of the model to the
mean demand rate.
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Optimization Experiment The example here is taken from [37] and shows the
application of Proxel-based simulation to the optimization of a discrete stochas-
tic model. The system examined here is a simple model of a machine that can be
in three states: Working (OK ), failed and under repair (Failed) or under main-
tenance (Maint) (see Figure 7.10). The time needed for machine maintenance is
much shorter than a repair, and the failure transition is reset after every main-
tenance. The maintenance interval is on average shorter than the mean time
between failures, but since the variance of the failure transition is quite high, the
machine might still fail before the next maintenance is scheduled. The objective
is to maximize the overall machine availability. The only variable parameter is
the time between successive maintenances, which should be chosen as not causing
too much downtime, but also preventing frequent failures.

Figure 7.10: Stochastic Petri Net of Machine Example for Optimization Experiment

The optimization was conducted with a Proxel simulation time step of ∆t = 0.5
and a maximum allowed error before termination of the simulation of ε = 1e−14.
The range of the mean maintenance interval was set between 100 and 200, with
an initial step size of 20. Figure 7.11 (left) shows the machine availability for
different mean interval parameters. It is clearly visible that the initial value
of 170 is not the optimum. The highest machine availability of 0.9904 can be
achieved for a mean maintenance interval of about 130. One can also see the
cluster of results around the optimum, where the algorithm samples the solution
space in ever-smaller parameter steps.

Figure 7.11 (right) shows a plot of the costs of the optimization runs, in terms
of the number of Proxels processed until convergence, against the optimization
step size (x-Axis) between the successive runs. The cost of a Proxel run until
convergence is lower, if the parameter difference between the current and the
predecessor run is smaller. This is exactly the desired behavior and due to the
fact that the steady state solutions of two successive optimization runs are closer,
the smaller parameter difference between them. If each simulation run started at
the same initial state usually used (all probability in on DTMC state), the costs
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Figure 7.11: Optimization of Machine Availability over Mean Maintenance Interval (left)
Number of Proxels Processed over Parameter Step Size (right)

of the runs would be similarly high to the initial run, which needed 8, 277, 630
Proxels until convergence.

This experiment shows that the Proxel-based simulation method can be success-
fully applied to model optimization. Furthermore, reusing of the steady state
results in successive runs results in saving computation time. The benefit can
grow considerably when the parameter differences decrease as the optimization
gets closer to the optimum.

One observation that was made in the tests is that the termination criterion of
the simulation has to be chosen carefully. Random jumps in the goal function
value can occur, if the required optimization accuracy is higher than the Proxel
result accuracy. However, a strict termination criterion increases the overall costs
of the optimization. Therefore, one idea for an improvement of the optimization
algorithm is the following: the termination criterion should start out as being
less strict, and get stricter when getting closer to the optimum. This would save
processing time in the initial simulation runs, and get more and more accurate
when getting closer to the optimum.

Experiment Results and Benefit Estimation The two experiments for Proxel-
based gradient estimation in sensitivity analysis and optimization showed that
using a state space based simulation method yields deterministic and therefore
more reliable results for the gradient than DES. Furthermore, by reusing the
Proxel results of the successive simulation runs as initial system configurations,
computation time can be saved compared to using an arbitrary initial state for
each run. This happens if the parameter settings of the successive runs are in
some way close. Unfortunately, the benefit is not linearly dependent on the
difference between the steady state solutions, so that the saving in computation
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effort was a little smaller than expected. The reason for this behavior is that the
speed of convergence decreases as one gets closer to the solution.

However, the saving is still significant. The decrease in computation cost for the
second run is inversely proportional to the distance in initial parameters between
two successive runs. Even if this parameter difference is too large to gain any
benefit, the computation cost is never larger than when starting with an arbitrary
initial model state. Since the saving in computation time is always relative, the
overall benefit will increase, the more parameter sets are tested.

7.2.5 Conclusion & Outlook - Multi-Dimensional Parameter
Variation

The section showed that the Proxel-based simulation algorithm can be success-
fully used in gradient estimation for sensitivity analysis or optimization of dis-
crete stochastic models. Using simulation for gradient estimation becomes nec-
essary when no analytical expression for the gradient is available. Advantages of
Proxels over DES are that the steady state probabilities are deterministic, and
that the steady state is easily recognizable by no further changes in the DTMC
solution. Another advantage of the proposed method is the reuse of informa-
tion from the previous Proxel simulation run by using the steady state result as
the starting point for the next run. This is only possible for state space-based
simulation methods and can save computation time depending on the parameter
configurations of the successive runs.

One area of future work is extending the current implementation to varying more
than one model parameter at a time. The order of the parameter variations and
resulting runs has to be carefully planned, in order to take advantage of the
runtime saving for successive runs described above. Another useful extension
would be a method to vary other model quantities than distribution parameters.
However, this is dependent on the model input method, since varying other model
parameters, such as for example the number of servers or buffer sizes in queuing
models, might change the discrete model state space.

This application example of Proxels made DTMC-based optimization and sen-
sitivity analysis possible. The approach eliminates the need for replications for
each model parameter configuration, but state space-based simulation is still
only feasible for small models. The method produces deterministic results with-
out stochastic influences, and it does not have any inherent limitations in model
complexity and structure. The presented user interface makes user interaction
easier and could help to increase the usage of optimization and sensitivity anal-
ysis in practice by making the results more reliable and providing a faster algo-
rithm.
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7.3 Proxels and Project Schedules

Project schedules are a widely used tool for planning, monitoring and controlling
all kinds of projects. There are several tools available that allow the graphical
modeling of the schedules and the many different possible parameters of their
tasks: duration, resources, predecessors and successors or other constraints. The
tasks in a project schedule are usually assigned a fixed duration, which in itself
is not very realistic. This fixed duration can change as the project progresses.
The calculations based on these fixed task durations lead to yes/no decisions for
questions such as the realism of the project end date or requirement of more
resources.

Two widely used methods for project schedule evaluation are the program eval-
uation and review technique (PERT) and the critical path method (CPM) [55].
Both are helpful for project scheduling and resource alignment. CPM only uses
the expected task duration for the computation of the expected project finish
date, and it is usually employed when the project tasks are well known and their
timing information can be easily estimated. PERT, on the other hand, uses the
best, worst and normal task duration to calculate an expected duration assuming
a Beta distribution for the time required to accomplish a task. However, when
calculating the project duration using the network diagram, only the scalar ex-
pected duration is used. The variances in the task durations can then be used
to calculate a possible variance in the project end date.

Our idea is to assign the tasks arbitrary statistical durations that remain the
same during the entire project. These would be much more expressive than only
scalars, also accounting for possible fluctuations in task durations, and the ex-
pected size of these fluctuations. In contrast to PERT, not just the expected
value, but the complete distribution is employed when calculating the total
project duration. This introduction of stochastic behavior requires using sim-
ulation for the evaluation. Proxel-based simulation works by evaluating paths,
and therefore seems suitable for the analysis of project schedules that also contain
possible system development paths. In this section, the application of Proxels to
the simulation of project schedules with statistically distributed task durations
is presented, and the implications of using these ideas for project planning are
discussed. The approach described here was originally presented by the author
in [33].

7.3.1 Using Statistical Distributions for Task Durations

This section examines some practical issues that arise when statistical distribu-
tions are used for project task durations instead of fixed values.
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First, the project schedule as the user model does no longer contain scalar values
that can change over time, but it now involves statistical distributions that re-
main constant. This gives the user more modeling flexibility, but it also requires
him to specify not just one value, but a distribution type with its parameters
for each project task. However, experienced project managers should be able
to specify ranges for task durations or even statistical distributions. The pa-
rameters for the different tasks distributions could also be estimated by using
historical project data.

Another consequence is that the project end date (project duration) and critical
path would also show stochastic behavior and possibly become random variables.
A statistical project end duration can be expressed using a statistical distribution
or a histogram. The expression of a stochastic critical path is not immediately
intuitive and needs to be carefully defined. The definition of a stochastic critical
path in connection with variable task durations is not examined in this section,
but it is a possible subject of future research.

Assuming that all distributions for the task durations are specified, the next task
is to determine the distribution of the project end time. One way is to determine
the resulting distribution analytically. The analytical combination of statistical
distributions via convolution is already complicated with only two consecutive or
parallel distributions. Therefore, this method is not feasible for larger and more
realistic project schedules.

The second possible method of obtaining the distribution of the project end
date is to sample the tasks distributions by using DES. One needs to perform
an adequate amount of replications to get stochastic results and then combine
the results to form a statistical expression for the project end date. The larger
and the stiffer the project schedule becomes, the more replications are needed to
obtain a reliable statistical result.

The third option, and the method proposed in this section, is to use the Proxel-
based simulation method to obtain a discrete estimate of the project end distri-
bution without having to perform replications. The path structure of a project
schedule is similar to the Proxel tree and the tracking of the possible system de-
velopment paths. If the schedule does not contain loops, the simulation time is
finite and there is a low finite number of reachable discrete system states per time
step. This should result in a very good performance of the Proxel simulation.

7.3.2 Application of Proxels - Preprocessing and Simulation

This section describes the necessary steps involved in the Proxel-based simulation
of a project schedule. The first step is of course the definition the project schedule
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with its tasks and task durations. A small example project schedule with four
tasks is displayed in Figure 7.12. The task durations are assumed to be specified
with a minimum and a maximum, resulting in uniform distributions for the task
durations.

Figure 7.12: Small Example Project Schedule Containing Four Tasks

This schedule then needs to be turned into a reachability graph containing all
reachable discrete model states. Each of those states is represented by the pos-
sible combination of the immediately finished tasks. Building this reachability
graph needs to be done accounting for the tasks precedence restrictions. A formal
description and pseudo code of the process can be found in [33]. The discrete
model state space of the example schedule contains six discrete states and can
be seen in Figure 7.13.

Figure 7.13: Reachability Graph of Small Project Schedule with Six Discrete System
States

The reachability graph can be simulated using Proxel-based simulation, where
only the simulation time step ∆t needs to be specified, since the maximum
simulation time is already given by the absorbing last discrete state, representing
the project being finished. Algorithm B.4 shows the pseudo code of a special-
purpose Proxel algorithm for project schedule simulation taken from [33]. The
result of the Proxel simulation with a simulation time step of ∆t = 0.5 is the
probability over time of all discrete system states (see Figure 7.14 (left)). The
distribution of the project end date with the given time step is shown in Figure
7.14 (right). It shows that the project end date for the example schedule varies
between 12 and 24 with a maximum at about 18 and a shape very similar to
a normal distribution. This result seems reasonable, when looking at the task
distributions defined in Figure 7.12.

The performance of the Proxel algorithm in general, and when applied to project
schedule simulation, directly depends on the number of parallel and total discrete
system states. The more parallelism there is in a project schedule, the more
successor Proxels can be generated in every simulation time step and therefore
the longer is the computation time needed. If the schedule does not contain
any loops, the maximum simulation time is defined by the project end date.

125



7 Further Applications of State Space-Based Simulation Methods

Figure 7.14: Transient Probabilities of Discrete System States (left) and Distribution of
Project End Date (right)

A formula estimating complexity of the algorithm depending on the maximum
number of parallel processes is given in [33]. The formula describes an upper
threshold for the number of Proxels processed during the simulation.

7.3.3 Experiments for Project Schedule Simulation

This section shows an experiment examining the Proxel-based simulation of a
project schedule. The observed runtime behavior is characteristic for the Proxel-
based simulation in general. The example examined is the schedule shown in
7.15 and has been taken from [33]. It contains several different types of sta-
tistical distributions for the project tasks, including uniform and exponential
distributions.

Figure 7.15: Example Model for Proxel-Based Project Schedule Simulation

The result of the Proxel simulation in terms of the transient probabilities of the
discrete system states is shown in Figure 7.16 (left). The ten different project
tasks result in a discrete model state space with 18 discrete states, each repre-
sented by the tasks that have just been finished. As the model does not contain
loops, the simulation time step introduces a bias through the approximation of
the state transition probabilities, which cannot be evened out during convergence
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to the steady state. Therefore, the mean project end date would need to be com-
puted with a very small time step. Another possibility is to extrapolate it over
different simulation time steps. The development of the mean project end with
simulation time steps from ∆t = 0.25 to ∆t = 0.05 is shown in Figure 7.16. The
diagram suggests a linear relationship, which would result in an extrapolated
project end date of 25.9. The extrapolation can be used to obtain more reliable
results, but it also helps to save computation time. A linear relationship between
the time step and the target variable, at least for small time steps, makes only
two simulation runs necessary. Both runs can have much larger time steps than
would be necessary for an accurate result in one run.

Figure 7.16: Transient Probabilities of Discrete System States (left) and Mean Project
End Date for Decreasing Proxel Simulation Time Step

The relationship between the number of Proxels processed in one run and the
simulation time step can be seen in Figure 7.17 (left). The graph is characteristic
for Proxel-based simulation, because a smaller time step implies more simulation
steps and also more Proxels per simulation step, which results in an exponential
increase in computation costs for decreasing simulation time steps. The devel-
opment of the computation time shown in Figure 7.17 (right) exhibits a similar
behavior, since it directly depends on the number of Proxels processed.

This experiment shows that the Proxel-based simulation method can be applied
to project schedule simulation and can determine statistical distributions for the
project end date. The predetermined simulation end time introduces a bias on the
project end date, which makes a very small time step necessary for exact results.
However, an extrapolation of the relevant measures over different simulation time
steps is also possible. It is the more efficient solution, enabling the computation
of rough results using larger time steps and then extrapolating the results to
an ideal time step of ∆t = 0. In the experiment, the relationship between the
simulation time step and the project end date is linear for small time steps. This
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Figure 7.17: Development of Number of Proxels (left) and Computation Time Needed
(right) for Decreasing Proxel Simulation Time Step

reduces the number of necessary simulation runs to two, making the method very
efficient. An experiment comparing Proxel-based project schedule simulation to
results from literature and to a discrete event simulation can be found in [33].

7.3.4 Conclusion & Outlook - Stochastic Critical Path

This section showed how the Proxel-based simulation method can be applied to
the simulation of project schedules. In contrast to using just scalar measures for
task durations as in some common project scheduling techniques, using Proxels
enables the user to define distribution characteristics. This also results in a
statistical distribution for the project end date. The result carries much more
information compared to the usual yes/no answers in project scheduling, such as
the probability of deviation from a projected end date. It captures some of the
dynamics of the individual project tasks, making the scheduling process more
realistic. One interesting open question is the effect of variable task durations on
the critical path. One future research topic is how this can be made stochastic.

By expanding the proposed method by other non-constant project attributes
that could also be coded into the system state, such as resource availability,
more sophisticated statements than currently could be made about a projects
progress. In order to be useful for practitioners, the method should be integrated
into evaluation modules in existing scheduling tools, which, for example, help
in resource assignment. Only if the method is further extended by interesting
features, a standalone tool of Proxel-based schedule simulation could become
justified. Nevertheless, project schedule simulation as application area of state
space-based simulation is interesting. Their linear structure is very similar to
the Proxel evaluation method.
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8 Conclusion

8.1 Summary of the Thesis

The focus of this thesis are improved simulation and analysis techniques for
discrete stochastic models that involve discrete-time Markov chains (DTMC).
The introductory part set the motivation and goals for it. It also described some
basics that were needed through the whole document, evaluated existing solution
methods and identified improvement potential.

In the second part of the thesis, new DTMC-based methods and algorithms
were introduced and existing ones were extended and evaluated. The following
algorithms were formalized, implemented and evaluated: a discrete phase-type
distribution (DPH) fitting algorithm based on optimization, a combined Proxel-
and phase-based simulation (PnP) algorithm and a fast steady state solution
algorithm for DTMCs.

The third part of the thesis focused on the application of Proxels and DPHs.
Proxels and DPHs were successfully applied to the analysis of hidden non-
Markovian models (HnMM), queuing system simulation, project schedule simu-
lation, sensitivity analysis and optimization of discrete stochastic models.

This last chapter contains a summary of the algorithms developed and applica-
tion areas investigated, an evaluation regarding the stated scientific claims, goals
and tasks, and an outlook on possible areas of future research.

8.2 Newly Developed and Extended Algorithms

This section summarizes the developed algorithms and connects them to the
tasks set in Section 1.6.
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Task 1: Develop a generally applicable fast method for the approximation of
DPHs.

In Chapter 3, a fitting algorithm for DPH based on optimization methods was
developed and evaluated. Guidelines were given when to choose which parame-
ters. The method is not restricted in the input distributions and the algorithm
has been tuned for optimal performance. The result is an efficient method to
turn discrete stochastic models into DTMCs, making accurate state space gen-
eration possible. Furthermore, the accuracy of the resulting fit can be chosen,
depending on how much runtime and memory can be invested. Through this the
fitting method can be well tuned to a specific application area.

Task 2: Provide an extended Proxel-based simulation algorithm including DPHs
as alternative method for the representation of non-Markovian distribution func-
tions.

In Chapter 4, the Proxel-based simulation algorithm was extended to include
DPHs, making this state space-based solution algorithm faster and thereby ap-
plicable to larger models. The result is an improved PnP algorithm for a faster
state space-based simulation of discrete stochastic systems. It has a better prac-
tical applicability, since larger models have become feasible.

Task 3: Develop an efficient steady state solution algorithm for Markov chains,
which is less susceptible to stiffness in models.

In Chapter 5, a Multi-Level algorithm for the fast steady state solution of DTMCs
is described. The DTMCs can be generated from discrete stochastic models
with finite state spaces using DPHs, and the resulting regular structures created
through the state space expansion can be exploited using the ML-DTMC solution
algorithm. The Multi-Level approach reduces the effect of model stiffness on the
number of solution iterations. Using the algorithm, DTMCs and expanded finite
model state spaces can be solved faster than with Proxels, if only the steady
state results are of interest.

8.3 Investigated Application Areas

This section summarizes the investigated application areas and connects them
to the tasks set in Section 1.6.
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Task 4: Develop a method for the analysis of hidden Markov models (HMM)
with non-Markovian hidden models (e.g. stochastic Petri nets (SPN)) using
Proxels and DPHs.

In Chapter 6, Proxels and DPHs were successfully applied to the analysis of
HnMMs. Evaluation and decoding were accomplished using Proxels, and the
training task could be realized using DPHs. HnMMs are not just another ap-
plication area of Proxels and DPHs, but they open up a whole new research
area. We think that extending the capabilities of hidden Markov models (HMM)
analysis to non-Markovian models can help to solve problems, which cannot yet
be solved.

Task 5: Demonstrate the applicability of state space-based simulation methods
to a wider range of discrete stochastic models.

In Chapter 7, three further application areas of Proxels were investigated: queu-
ing system simulation, sensitivity analysis and optimization of models, and simu-
lation of project schedules. The Proxel-based simulation of queuing systems can
prove very useful for queuing analysts that need reliable results for analytically
non-tractable problems. Proxel-based sensitivity analysis and optimization does
not need replications for all possible parameter combinations, but can provide
accurate and reliable gradients due to deterministic results. The main result
of the chapter is that more application areas for state space-based simulation
methods were found. Just like in previous research results, the best performance
compared to existing solution methods can be achieved on small, stiff models.

8.4 Evaluation of Goals

This section evaluates the goals of the thesis set in Section 1.5.

Goal 1: The practical goal of the thesis is to provide methods and tools, which
make the use of DTMCs for the analysis and simulation of discrete stochastic
models easier, faster and more intuitive.

The developed DPH fitting algorithm makes the generation of DTMCs easy
through a graphical user interface, fast by being tuned for optimal performance,
flexible through enabling a runtime accuracy trade-off and generally applicable
by not imposing restrictions on the input distributions. PnP uses DTMCs as
computational model, but does not show this to the user, making it intuitive
and fast. Guidelines were provided when to use Proxels or DPHs, which help
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users that do not understand the matter deeply. Thereby, the usage of the tool
is not limited to people intimately familiar with the subject of fitting statistical
distributions. The Multi-Level DTMC algorithm provides a fast steady state
solution method for models with a finite state space. Coupled with DPHs for
state space generation, it provides fast and accurate steady state results for dis-
crete stochastic models with a limited state space. The different graphical user
interfaces for the developed algorithms make the methods easier to use than
command line programs, by restricting and clarifying the options, giving default
values, and preventing user mistakes.

Goal 2: The second goal - through testing of the developed methods - is to give
suggestions on when they should be used or not, again in order to help practi-
tioners in the application of state space-based methods.

For DPH fitting, guidelines were given when to use which optimization algorithm
and parameter setting. For the state space based-simulation, a heuristic was
derived when to use DPHs or Proxels. State space-based simulation in general
is feasible for small models. It produces the most benefit on stiff models, where
discrete event simulation (DES) needs many replications and a lot of computation
time to converge to accurate results. State space-based simulation methods work
well when accurate results are needed and rare events are involved, because
states cannot be missed due to stochastic problems or too few replications, and
all reachable model states are discovered. The proposed Multi-Level algorithm
for DTMCs should be used when the discrete models state space is finite and
when accurate steady state results are needed. Furthermore, the accuracy of the
solution can be chosen by adjusting the accuracy of the DPH approximations.
The application chapter gives further ideas of possible application areas for state
space-based simulation methods.

Goal 3: The third goal is to show and examine new application areas of Proxels,
DPHs and DTMCs within and beyond the scope of this thesis. This will directly
increase the range of possible application areas of state space-based methods and
illustrate the types of problems one can solve using the proposed methods.

All application areas shown in Chapter 7 can be investigated more thoroughly to
increase their applicability. Possible areas of future work are further elaborated in
Section 8.6. Furthermore, DPHs and the developed fitting algorithm are already
used by practitioners in the analysis of safety critical systems [18,19]. DPHs are
used to build the state spaces of discrete stochastic models in order to obtain
results of high accuracy for safety critical questions.
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8.5 Scientific Claims Proved and Supported

In this section, the scientific claims stated in Section 1.4 are reviewed and eval-
uated with regard to whether they could be proved or supported.

Claim 1: State space-based computational models (DTMCs) and their solution
methods are applicable to more than purely academic problems in the analysis
and simulation of discrete stochastic systems.

This cannot be directly proved, but the probability can be increased by making
larger models feasible, easier and faster to compute. This thesis accomplishes
these goals. Other indicators supporting the claim can be seen in Section 7.1
and applications of DPH fitting in [18,19].

Claim 2: Deterministic simulation methods on the basis of (discrete-time)
Markov chains can compete with stochastic simulation methods in some appli-
cation fields. In some cases they can lead to more accurate and reliable solutions
in a shorter time.

This was shown for small, stiff models in Chapter 4 and for some more specific ap-
plications in Chapter 7. Experiments showed that PnP is more efficient than DES
for some classes of discrete stochastic models. The developed special-purpose al-
gorithm for queuing system simulation is faster than DES and can compute
deterministic results for some problems that are not analytically tractable. The
method for Proxel-based gradient estimation has two advantages compared to
DES: it produces deterministic gradient estimates and does not require replica-
tions for the different parameter sets.

Claim 3: The Proxel-based simulation algorithm, as one of these methods, can
be improved and accelerated by dampening state space explosion, by the combina-
tion with DPHs.

The combination of Proxels and DPHs and the advantages of this algorithm
extension were shown in Chapter 4. Experiments demonstrated the better per-
formance of the combined paradigm compared to the original Proxel-based sim-
ulation algorithm.

Claim 4: Hidden non-Markovian Models are a new exciting research area, with
many interesting real life applications. They can even help solve some problems
that cannot yet be solved today.
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The basic idea of HnMMs and possible solution methods are shown in Chapter
6. Some potential application areas are also mentioned. Future work will show
whether HnMM are feasible and applicable to these or other real life problems.
Some ideas on how to proceed with the research are presented in Section 8.7.

Claim 5: Proxels, DPHs and DTMCs in general can be of use in several prac-
tical application areas.

Special-purpose tools for some application areas are shown in Chapter 7. Par-
ticularly in the simulation of queuing systems and the gradient estimation, state
space-based methods can yield more accurate results than common DES. DPHs
can help to turn finite state spaces of real models into DTMCs, which can then
be solved efficiently by the Multi-Level DTMC algorithm.

All tasks of the thesis set in Section 1.6 have been reached, the three main
goals defined in Section 1.5 have been reached, and the scientific claims stated in
Section 1.4 were proved as far as possible. Therefore, the thesis can be regarded
a success.

8.6 Future Work Extending this Thesis

This section shows some areas of future work that extend topics already investi-
gated in this thesis.

The Proxel-based algorithm for the simulation of queuing systems (Section 7.1)
needs to be extended by adding attributes to the customers. This extension is
currently being examined and would enable to analyze a larger variety of queuing
systems. The state space explosion and storage problem will surely increase and
will have to be addressed by suitable data structures and restrictions on the
attributes. Once this extension has been realized, the Proxel-based simulation
of queuing systems can prove very useful for queuing analysts, who need reliable
results for analytically non-tractable problems.

Another objective is to extend the Proxel-based model optimization algorithm
to multi-dimensional problems. This would enable to investigate more than one
model parameter at a time. Furthermore, the approach should also enable to
vary other model quantities than distribution parameters. However, this would
also require a more flexible input method than the models reachability graph.

A final goal regarding the usage of Proxel- and Phase-based simulation should
be a general tool combining known concepts, some of the extensions of this the-
sis and further improvements: a graphical modeling formalism and an interface
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preferably using stochastic Petri nets; Proxels, DPHs, and result extrapolation;
sensitivity analysis and model optimization; possibly variable time steps. A
thus combined tool would further enhance the applicability of state space-based
simulation methods and hopefully increase the acceptance in the simulation com-
munity.

8.7 Future Work Beyond this Thesis

One area of further research, which was only touched in this thesis are HnMMs.
HnMMs represent a completely new application area that can be further investi-
gated in several directions. The research needs to start by formalization, analysis
and implementation of Expanded hidden Markov model (enabling symbol emis-
sions at state transitions) [44] and Hidden non-Markovian model.

One area of future work is to improve the solution algorithms based on Proxels
and DPHs (see Chapter 6) and to compare them to possible extensions of the
classical HMM solution algorithms. The similarity of the emitted signals with
reward analysis should be investigated to find possible benefits for both areas.
Variable time steps determined by the distance between successive signal emis-
sions might greatly improve the algorithm’s runtime and efficiency, while the
accuracy has to be tested.

Potential future application areas of the theory and algorithms are the following:
supporting medical diagnosis, non-invasive analysis of technical systems, estima-
tion of wear and residual value of machines and parts based on their runtime
record, or some applications in time-dependent data mining.
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A Implementation Details of the
Discrete Phase Fitting Method

This section contains some implementation details of the discrete phase-type
distribution (DPH) fitting algorithm described in Chapter 3. Default parameter
values of the implemented optimization methods and a heuristic for determining
the optimal number of phases for a given distribution are elaborated.

A.1 Default Parameter Values and Start Vectors
for DPH Fitting

A.1.1 Gradient Descent

Chosen Parameters The only variable parameter of gradient descent (GD) is
the step size by which to advance in the direction of steepest descent, which
is also the change of the vector elements when determining the gradient. As a
default, the step size starts out at a value of ∆ = 0.05, which is large, considering
that the independent variables are probabilities and can only vary between 0 and
1. It is multiplied by 0.1 when no further improvement can be achieved, until a
threshold of 1e − 12 is reached. The maximum number of iterations was set to
1, 000, 000.

Chosen Start Vector Since the GD method is deterministic, the choice of the
start vector is important to the success of the optimization. The following setup
was chosen:
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ai = di ∀i = 1 . . . n− 1 (A.1)

an = 1−
n−1∑
i=1

ai (A.2)

pi = 1 ∀i = 1 . . . n (A.3)

This ensures that the boundary conditions (representing a valid DPH) are sat-
isfied, and reproduces the first n − 1 steps of the discretized distribution. This
has the following two advantages: If n is the total number of discretization steps
and the probability is concentrated within the first few steps of the distribution,
the solution is already found. If the probability is concentrated further along the
time scale, an contains most of it, which will also most likely be the case in the
final solution.

A.1.2 Nelder-Mead Simplex

Chosen Parameters The parameters of the Nelder-Mead simplex (SX) influ-
ence the behavior of the algorithm operations, which are illustrated in Figure A.1
using a simplex with three vertices. For a detailed description of the algorithm
and its operations, refer to the literature [66]. In the picture x1 is the vector with
the worst goal function value, and x3 the one with the best. xr, xe and xc denote
the new vertices to replace x3 obtained when performing reflection, expansion or
contraction. x′1 and x′2 are the new vertices when the simplex is shrunk.

The parameters of the algorithm are the coefficients α, β and γ. They determine
how far a vector is reflected, expanded, or contracted respectively. The shrinking
always happens with a factor of 2. In [66] the following values are proposed, which
proved to be suitable for the problem of DPH fitting:

α = 1 (A.4)

β = 0.5 (A.5)

γ = 2 (A.6)

Chosen Start Vector The SX algorithm needs 2n+ 1 initial vectors. The first
initial vector is chosen as follows:

ai =
1

n
∀i = 1 . . . n (A.7)

pi = 0.5 ∀i = 1 . . . n (A.8)
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Figure A.1: Nelder-Mead Simplex Operations Reflection (1), Expansion (2), Contraction
(3) and Shrinking (4)

The remaining 2n linearly independent vectors are generated by modifying the
vector element by a value of ∆ = 0.05, one at a time.

A.1.3 Simulated Annealing

The implemented simulated annealing (SA) algorithm uses a Nelder-Mead Sim-
plex as its basic algorithm. The default SX parameters α, β and γ are the same
ones as for SX described above. The parameter characterizing SA is the current
probability (represented by the so-called temperature) of accepting a deterio-
ration in the goal function value as a valid next solution. It starts out at a
temperature of 100 and has a reduction factor of 0.5. The method performs 100
iterations at every temperature and reduces the temperature up to 2000 times.
These values were partly taken from literature, and partly determined through
tests. The initial vectors are chosen in the same way to the SX start vectors
described above.
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A.2 Heuristic for Default Number of Phases

Tables A.1 to A.4 show a heuristic to determine the default phase number for
different standard distributions. The threshold values have been determined ex-
perimentally using characteristics of the distributions to be approximated. They
show a two-level decision process, where the stated characteristics are evalu-
ated in the given order. Any distributions whose values fall out of the specified
boundaries would lead to too many approximation time steps and default to two
phases.

shape scale/∆t phases

< 0.5 � 2

< 0.8 < 2 2

< 100 4

< 1 < 20 2

< 500 4

< 1.5 < 10 2

< 500 4

< 2 � 4

< 3 � 6

< 5 < 10 8

< 1000 10

> 5 < 50 14

< 200 16

< 1000 18

Table A.1: Default Phase Number for Weibull Distributions with Shape and Relative Scale
Parameters
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cv mu/∆t phases

< 0.2 < 10 6

< 20 14

< 50 16

< 0.3 < 20 10

< 50 12

< 1000 16

< 5000 12

< 0.4 < 10 6

< 20 8

< 2000 10

> 0.4 < 10 6

< 1000 8

Table A.2: Default Phase Number for Normal Distributions with Coefficient of Variation
and Relative Mean Parameters

cv mu/∆t phases

< 0.3 < 10 6

< 20 10

< 50 14

< 100 16

< 200 20

< 0.5 < 5 2

< 10 4

< 100 6

< 500 8

< 1 < 5 2

< 500 4

> 1 < 2 2

< 500 4

Table A.3: Default Phase Number for Log-Normal Distributions with Coefficient of Vari-
ation and Relative Mean Parameters
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cv mu/∆t phases

< 0.2 < 10 6

< 20 14

< 50 16

< 0.3 < 10 6

< 20 10

< 50 14

< 100 16

< 200 20

< 0.4 < 10 6

< 20 8

< 200 10

< 0.5 < 5 2

< 10 4

< 100 6

< 500 8

< 1 < 5 2

< 500 4

> 1 < 2 2

< 10 6

< 1000 8

Table A.4: Default Phase Number for Other Non-Markovian Distributions with Coefficient
of Variation and Relative Mean Parameters
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B Different Versions of the Proxel-Based
Simulation Algorithms

B.1 Modified Proxel Algorithm Including Discrete
Phase-Type Distributions

This section contains the pseudo code of the modified Proxel-based simulation al-
gorithm that includes discrete phase-type distributions (DPH) (Algorithm B.1),
which has been briefly described in Section 4.4. The line-by-line comment in Ta-
ble B.1 explains the code and Table B.2 shows the used functions. The updating
of the age vector is elaborated in Algorithm B.2. The information can also be
found in [38].
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Algorithm B.1 Proxel- and Phase-Based Simulation Algorithm
1: Q← �
2: pre addproxel(m0,~0,~0, 0, 1)
3: while Q 6= � do
4: P ← getproxel()
5: πP.m(P.t)← πP.m(P.t) + P.p
6: if P.t < tmax then
7: addproxel(P.m,update(P.τ, P.φ, P.m,�), P.t+ 1,

P.p ∗ (1−∆ ∗∑¬T.ph hT (τ)−∑T.ph T.p[P.φT.id])
8: for all T do
9: if enabled(P.m, T ) then

10: if T.ph AND P.φT.id > 1 then
11: addproxel(P.m,update(P.τ, P.φ, P.m, T ),P.t+1, P.p∗T.p[P.φT.id])
12: else if T.ph AND P.φT.id = 1 then
13: pre addproxel( succ(P.m, T ),update(P.τ, P.φ, P.m, T ),

P.t+ 1, P.p ∗ T.p[1])
14: else
15: pre addproxel(succ(P.m, T ),update(P.τ, P.φ, P.m, T ),

P.t+ 1, P.p ∗∆ ∗ hT (τ))
16: end if
17: end if
18: end for
19: end if
20: end while

Algorithm B.2 Updating the Age-Phase-Vector of the Modified Proxel

1: update(τ, φ,m, T )
2: for j = 1 TO nτ (nφ do
3: if j = T.id then
4: τj ← 0 (φj ← φj − 1)
5: else if T.ph AND φT.id > 1 AND enabled(m,Tj) then
6: τj ← τj + 1 (φj ← φj)
7: else if enabled(m,Tj)) AND enabled(succ(m,T ),Tj) then
8: τj ← τj + 1 (φj ← φj)
9: else if memory(Tj) = AGE then

10: τj ← τj (φj ← φj)
11: else
12: τj ← 0 (φj ← 0)
13: end if
14: end for
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B.1 Modified Proxel Algorithm Including Discrete Phase-Type Distributions

Line 1: The Proxel queue Q is initialized to the empty set.
Line 2: The initial Proxel P0 representing the initial state of the model is

inserted into the queue, possibly splitting it into phases for
activated phase-type transitions.

Line 3: Loop until the Proxel queue is empty.
Line 4: Get the next Proxel P from the queue.
Line 5: Add the probability of the current Proxel P.p to the solution.
Line 6: Only continue if maximum simulation time tmax has not yet been

reached.
Line 7: Add a new Proxel, representing the case that the SPN remains in

the marking P.m, and in the current phase of any phase-type
transitions active.

Line 8: Consider all transitions T that can fire in the marking of the
current Proxel P.m.

Line 9: If the transition is of phase-type and is not in the last phase yet,
Line 10: add a new Proxel, representing the case that the SPN remains in

the marking P.m, and the phase of the current phase transition is
advanced by one.

Line 11: If the current transition is of phase-type, and in the last phase,
Line 12: add a new Proxel to the queue that represents the next marking of

the Petri net after the firing of T , possibly splitting it into phases
for activated phase-type transitions.

Line 13: Otherwise (if the current transition is not of phase-type),
Line 15: add a new Proxel to the queue that represents the next marking of

the Petri net after the firing of T , possibly splitting it into phases
for activated phase-type transitions.

Table B.1: Line-By-Line Comment of the Modified Proxel Algorithm
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succ(m,T ) returns the marking reached from marking m
when firing transition T

enabled(m,T ) returns TRUE if transition T is enabled in marking m
pre addproxel(P ) if phase transitions have become enabled, splits up

proxel P into phases and inserts them unto queue Q
addproxel(P ) inserts proxel P into queue Q
getproxel() deletes a proxel from Q and returns its value
update(τ, φ,m, T ) updates the enabling time vector τ and

phase index vector φ when transition T fires,
or is advanced, in marking m

memory(T ) returns memory policy of transition T
(i.e. ENABLE or AGE)

Table B.2: Functions used in the Modified Proxel Algorithm
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B.2 Special-Purpose Proxel-Based Simulation Algorithm for Queuing Systems

B.2 Special-Purpose Proxel-Based Simulation
Algorithm for Queuing Systems

With the structure of a queuing Proxel given in Equation 7.1 from Section 7.1.2,
the Proxel algorithm works as follows: The initial Proxel is created and for every
simulation time step the following loop is performed. [43]

Algorithm B.3 Proxel-Based Simulation Algorithm for Queuing Systems

1: for all Proxels in step t do
2: p arr = P(arrival)
3: for all occupied servers i do
4: p serv(i) = P(server i is finished)
5: end for
6: p stay = 1− (

∑
p serv(i) + p arr)

7: normalize probabilities()
8: if p arr > 0 then
9: create arrival proxel()

10: end if
11: for all occupied servers i do
12: if p serv(i) > 0 then
13: create service finished proxel()
14: end if
15: end for
16: if p stay > 0 then
17: create stay proxel()
18: end if
19: end for

The first part (Line 02-10) calculates the probabilities of possible state changes.
The probability of an arrival (p arr) can be deduced from the age of the arrival
process and the instantaneous rate function (IRF) of the arrival distribution.
The probability of any of the servers being finished can be calculated analogously
(p serv(i)). If the sum of the probabilities of the state changes is smaller than 1,
there is a probability of staying in this discrete system state (p stay), which has
to be considered.

The second part of the loop (Line 11-18) actually generates the Proxels rep-
resenting the next system states. This step is encapsulated in functions that
modify the state variables according to the event. The functions add customers
to the queue and take them out of service. The conditional event of a server
being empty and customers waiting in the queue is checked in these functions
and does not have to be considered separately.

147
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B.3 Special-Purpose Proxel-Based Simulation
Algorithm for Project Schedules

The section shows the pseudo code for a special-purpose Proxel simulation algo-
rithm for project schedule simulation described in Section 7.3 taken from [33].

Algorithm B.4 Proxel-Based Simulation Algorithm for Project Schedules

1: while ∆t ∗ step < tmax do
2: for all Proxels p do
3: sol[p.state][step]+ = p.prob
4: pl = P(leaving p.state)
5: if pl < 1 then
6: add proxel(p.state,p.prob ∗ (1− pl),p.τ ′,step+ 1)
7: end if
8: for all schedule states s in p.succ do
9: s = P(state change to s)

10: if ps > 0 then
11: add proxel(s, p.prob ∗ ps, p.τ ′′,step+ 1)
12: end if
13: end for
14: end for
15: end while

First, the probability of remaining in the current schedule state is determined,
and if it is nonzero, a Proxel with the same state and accordingly increased age
intensity variables (p.τ ′) is created. Then, all schedule states that are reachable
from the current one are determined (p.succ), and if the transition probability
is nonzero, the follow-up Proxel is created. In each time step, this process is
repeated for every Proxel, until the final simulation time is reached. The prob-
ability for each schedule state per time step is accumulated in a solution array
(sol[][]). This array also contains the probabilities for being in the final state of
the reachability graph, representing the finishing of the project.
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C Some Experiment Details

C.1 Elaboration of the HnMM Training Example

This section elaborates the web server example for training a hidden non-
Markovian model (HnMM) using DPHs from Section 6.4.1.

The HnMM of the described system (reachability graph of the stochastic Petri
net (SPN) with specified output probabilities) is shown in Figure C.1 (left). In
order to turn this into a hidden Markov model (HMM), the transition, which is
assumed to be non-Markovian, needs to be replaced by a DPH. The HMM result
of this with a typical initialization (evenly distributed transition probabilities) is
depicted in Figure C.1 (right).

Figure C.1: Reachability Graph (left) and Resulting HMM (right) of Web Server Example
Model

The resulting trained HMM can be seen in Figure C.2. As mentioned, the output
probabilities have been fixed, so that the Fi states still represent the discrete
model state Failed and the DPH can be extracted. Assuming a time step of
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C Some Experiment Details

∆t = 0.1, which was also taken for producing the training sequences, one can
already see that the trained transition probabilities representing the Markovian
distributions are quite accurate.

Figure C.2: Trained HMM of Web Server Example Model

Figure C.3 shows three probability density function (PDF) shapes of the times to
absorption in the DPH. They were achieved with different training trace length
after 50 Baum-Welch iterations. The leftmost shape was the result of the training
process using five traces of length T = 300, 000, the middle shape resulted from
traces of length T = 600, 000, and the rightmost one from traces of the maxi-
mum length T = 1, 410, 100. Only the rightmost shape resembles the Weibull
distribution used for generating the training traces accurately.

Figure C.3: Shape of Time to Absorption in Web Server Example DPH for Different Trace
Length
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[12] A. Bobbio, A. Horváth, and M. Telek. The scale factor: A new degree of free-
dom in phase type approximation. In Proc. of 3rd International Performance &
Dependability Symposium (IPDS ’02), pages 627–636, June 2002.

[13] A. Bobbio, A. Puliafito, M. Telek, and K. S. Trivedi. Recent developments in
non-markovian stochastic petri nets. Journal of Systems Circuits and Computers,
8(1):119–158, 1998.

[14] A. Bobbio and M. Telek. A benchmark for ph estimation algorithms: Results for
acyclic-ph. stochastic models. Stochastic Models, 10:661–667, 1994.

151



Bibliography

[15] G. Bolch, S. Greiner, H. de Meer, and K. S. Trivedi. Queuing Networks and
Markov Chains. John Wiley & Sons, New York, 1998.

[16] D. R. Cox. The analysis of non-markovian stochastic processes by the inclusion of
supplementary variables. In Proceedings of the Cambridge Philosophical Society,
volume 51, pages 433–441. Cambridge University Press, November 1955.

[17] D. R. Cox. A use of complex probabilities in the theory of stochastic processes.
In Proceedings of the Cambridge Philosophical Society, volume 51, pages 313–319.
Cambridge University Press, September 1955.

[18] F. Engelhard, S. Heller, and G. Horton. Safety analyses with non-markovian
stochastic petri nets. In Proceedings of 18th Symposium Simulationstechnik
(ASIM 2005), Erlangen, Germany, pages 464–465. SCS European Publishing
House, September 2005.

[19] F. Engelhardt and G. Horton. Analytical solution of non-markovian stochastic
petri nets. In Simulation and Visualization 2007, Magdeburg, Germany, pages
311–323, 2007.

[20] G. D. Forney. The viterbi algorithm. In Proceedings of the IEEE, volume 61,
pages 268–278, March 1973.

[21] R. German. Transient analysis of deterministic and stochastic petri nets by the
method of supplementary variables. In Proceedings of the 3rd International Work-
shop on Modeling, Analysis, and Simulation of Computer and Telecommunication
Systems (MASCOTS 95), pages 394–398. IEEE Computer Society, 1995.

[22] R. German and C. Lindemann. Analysis of stochastic petri nets by the method
of supplementary variables. Performance Evaluation, 20:317–335, 1994.

[23] D. Gross and C. M. Harris. Fundamentals of Queueing Theory. John Wiley &
Sons, New York, 3rd edition, 1998.

[24] G. Hasslinger and S. Kempken. Transient analysis of a single server system in a
compact state space. In Proceedings of 13th International Conference on Analyti-
cal and Stochastic Modelling Techniques and Applications, pages 91–96. European
Council for Modelling and Simulation, May 2006.

[25] Y. C. Ho and X. R. Cao. Perturbation Analysis of Discrete Event Dynamic
Systems. Kluwer Academic Publishers, 1991.

[26] G. Horton. A new paradigm for the numerical simulation of stochastic petri nets
with general firing times. In Proceedings of the European Simulation Symposium
2002, pages 129–136. SCS European Publishing House, 2002.

[27] G. Horton. An exercise in modelling and validation, 2007. Course Material
Introduction to Simulation.

[28] G. Horton. Lecture on stochastic petri nets, 2007. Course Material Introduction
to Simulation.

[29] G. Horton and S. T. Leutenegger. A multi-level solution algorithm for steady-
state markov chains. In Measurement and Modeling of Computer Systems, pages
191–200, 1994.

152



Bibliography
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[62] J. W. Ruge and K. Stüben. Algebraic multigrid. In S. F. McCormick, editor,
Multigrid Methods. SIAM, Philadelphia, PA, 1987.

[63] M. J. Russel and A. E. Cook. Experimental evaluation of duration modelling
techniques for automatic speech recognition. In Proceedings of the ICASSP’87,
pages 2376–2379, 1987.

[64] M. J. Russel and R. K. Moore. Explicit modelling of state occupancy in hid-
den markov models for automatic speech recognition. In Proceedings of the
ICASSP’85, Tampa, Florida, pages 5–8, March 1985.

[65] B. Schmidt. The Art of Modelling and Simulation: Introduction to the Simulation
System Simplex3. SCS European Publishing House, Ghent, 2000.

[66] H. Shekarforoush, M. Berthod, and J. Zerubia. Direct search generalized simplex
algorithm for optimizing nonlinear functions. Technical report, INRIA, Institut
National de Recherche en Informatique et en Automatique, France, 1995.

[67] T. H. Simon. Anwendung des hidden markov modell-ansatzes auf die proxel-
basierte simulation. Thesis, Otto-von-Guericke-Universität Magdeburg, Septem-
ber 2005.

[68] S. Sivaprakasam. Experimental comparison of some discrete and continuous phase
approximation methods. Master’s thesis, Otto-von-Guericke-Universität Magde-
burg, August 2005.

[69] J. C. Spall. Implementation of the simultaneous perturbation algorithm for
stochastic optimization. IEEE Transactions on Aerospace and Electronic Sys-
tems, 34(3):817–823, July 1998.

[70] W. J. Stewart. Introduction to the Numerical Solution of Markov Chains. Prince-
ton University Press, Princeton, NJ, 1994.

[71] A. H. Viterbi. Error bounds for convolutional codes and an asymptotically optimal
decoding algorithm. IT-13:260–269, April 1967.

[72] F. Wickborn and G. Horton. Feasible state space simulation: Variable time steps
for the proxel method. In Proceedings of the 2nd Balkan conference in informatics,
Ohrid, Macedonia, pages 446–453, November 2005.

[73] F. Wickborn, G. Horton, S. Heller, and F. Engelhard. A general-purpose proxel
simulator for an industrial software tool. In Proceedings of 18th Symposium Simu-
lationstechnik (ASIM 2005), Erlangen, Germany, pages 440–445. SCS European
Publishing House, September 2005.

155



Bibliography

[74] F. Wickborn, C. Isensee, T. Simon, S. Lazarova-Molnar, and G. Horton. A new
approach for computing conditional probabilities of general stochastic processes.
In Proceedings of 39th Annual Simulation Symposium 2006, Huntsville, USA,
pages 152–159, April 2006.

156



List of Acronyms

ALPF augmented Lagrange penalty function optimiza-
tion algorithm using a penalty function to en-
force boundary conditions, 31, 32

CDF cumulative distribution function function that
completely describes the probability distribution
of a real-valued random variable, 19, 20, 27, 32,
39, 40, 46, 47

CPH continuous phase-type distribution continuous-
time Markov chain segment, 4, 19–21, 27, 37,
40, 45, 48

CPM critical path method project activity scheduling
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CTMC continuous-time Markov chain continuous-time
stochastic process with the Markov property, 3,
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DES discrete event simulation event driven stochas-
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eHMM expanded hidden Markov model discrete-time
Markov chain with output symbols associated to
the state changes, 91, 101

EM expectation maximization iterative technique to
maximize the probability of producing some out-
put of a system, 88

ESHMM expanded state HMM hidden Markov model with
explicit state duration modeling, 88

GD gradient descent local optimization algorithm,
31–33, 35, 38, 39, 44, 45, 47, 137

GS Gauss-Seidel iterative steady state solution tech-
niques for Markov chains, 14–16, 25, 67–69, 71–
79

GSPN generalized stochastic Petri net stochastic Petri
nets containing exponentially distributed transi-
tions, 3, 4, 14, 17, 96

HMM hidden Markov model discrete-time Markov
chain with output symbols associated to the
states, 4, 6, 83–90, 94, 96–99, 101, 131, 135, 149

HnMM hidden non-Markovian model general stochastic
model (SPN) with symbol output at state tran-
sitions, 2, 5–7, 84, 85, 89–92, 95, 96, 98, 101,
102, 129, 131, 134, 135, 149

HSMM hidden semi-Markov model discrete-time semi
Markov model with output symbols associated
to the states, 88

IRF instantaneous rate function function that repre-
sents the continuous rate of flow of probability
for the random variable, 18, 27, 40, 50, 51, 53,
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NCD nearly-completely decomposable Markov chains
with groups of tightly coupled nodes that are
loosely coupled with each other, 15, 67–70, 72,
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List of Acronyms

ODE ordinary differential equation a relation of an un-
known function of one independent variable and
its derivatives, 17

PDE partial differential equation a relation involv-
ing an unknown function of several independent
variables and its partial derivatives with respect
to those variables, 17, 18

PDF probability density function function that repre-
sents a probability distribution in terms of inte-
grals, 31, 32, 39, 40, 44, 46, 47, 51, 150

PERT program evaluation and review technique model
and tool for project task planning, 123

PnP Proxel- and phase-based simulation Proxel-based
simulation combined with discrete phase-type
distributions, 50, 56, 61, 62, 64–66, 78–80, 129–
131, 133

SA simulated annealing stochastic optimization al-
gorithm, 31, 32, 34, 35, 39, 44, 45, 47, 139

SOR successive over-relaxation iterative steady state
solution techniques for Markov chains, 3, 14, 15,
68, 69, 71, 74, 78

SPN stochastic Petri net a graphical modeling tech-
nique for the modeling of discrete stochastic sys-
tems as defined in chapter 2, 6, 9, 11, 16, 18, 19,
23, 25, 48, 62, 78, 79, 83, 84, 89–92, 94, 96–99,
101, 131, 149

SPSA simultaneous perturbation stochastic approxima-
tion problem size independent optimization al-
gorithm, 31, 32, 34

SX Nelder-Mead simplex multi dimensional local op-
timization algorithm, 31–35, 38, 39, 44, 45, 47,
138, 139
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